Chaos and Fractals
Part I Introducing Discrete Dynamical Systems
0. Opening Remarks
In 1975 the word chaos was rst used in a technical sense to describe a type of irregular behavior seen in
mathematical systems.
That same year, Benoit Mandelbrot coined the term fractal to describe mathematical and natural objects
that are self-similar — made up of the same pattern repeated across scales, large and small.
Since 1975 these two ideas—chaos and fractals—have become an important part of the physical, natural,
and social sciences.
The concepts, ideas, tools, and mindset associated with chaos and fractals unarguably have become an
important part of modern science.
Why are chaos and fractals now a standard part of scienti c and non-scienti c vocabulary?
And what are chaos and fractals, anyway?
My aim is to develop answers to these questions gradually throughout these notes.
To really dig into chaos and fractals—to understand what they are, what they are not, why they matter,
and how fascinating and fun they can be—requires building up some simple mathematical tools.
Nevertheless, a few introductory remarks will help set the stage.
Chaos and fractals are two distinct ideas, although they are often taught together and there are
relationships between them.
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I will begin with a few comments on chaos, and then move to fractals.

0.1 Chaos
Chaos is a phenomenon encountered in science and mathematics wherein a deterministic (rule-based)
system behaves unpredictably.
That is, a system which is governed by xed, precise rules, nevertheless behaves in a way which is, for
all practical purposes, unpredictable in the long run.
The mathematical use of the word “chaos” does not align well with its more common usage to indicate
lawlessness or the complete absence of order.
On the contrary, mathematically chaotic systems are, in a sense, perfectly ordered, despite their apparent
randomness.
This may seem like nonsense, but it is not.
The rst two parts of these notes are largely concerned with explaining this apparent paradox.
The phenomenon of chaos is usually considered to be part of the eld of study known as dynamical
systems, an interdisciplinary area that lies mainly at the intersection of physics and mathematics, but also
includes researchers from biology, economics, and elsewhere.
Dynamical systems is the study of systems or processes that change over time.
This includes examining particular systems or areas of application, as well as looking at systems more
broadly and abstractly to develop generally applicable tools for studying dynamical systems or to
classify different sorts of behavior.
Although the technical use of the term chaos originated in 1975, research in dynamical systems dates
back at least to Henri Poincare and the early 1900s.
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However, it was not until the 1960s and ’70s that researchers and ideas from a variety of different elds
coalesced.

Chaos is just one phenomenon out of many that are encountered in the study of dynamical systems.
In addition to behaving chaotically, systems may show xed equilibria, simple periodic cycles, and more
complicated behaviors that defy easy categorization.
The study of dynamical systems holds many surprises and shows that the relationships between order
and disorder, simplicity and complexity, can be subtle, and counterintuitive.
My aim is to introduce you to these relationships.
0.2 Fractals
Shifting gears for a moment, a few words about fractals.
Fractals are objects which are self-similar.
Small parts of a fractal look like larger parts.
For example, a tree is a fractal, since if you break off a branch of the tree, it resembles the entire tree in
miniature. (see fern pictures)
In contrast, a person is not a fractal; an arm does not look like a small copy of the person.
A person is not self-similar, but a tree is.
Fractal objects are characterized by their fractal dimension which, very roughly speaking, is related to
their degree of branching and the extent to which the features at successive scales are related.
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The study of fractals gives us a quantitative language to describe the myriad of self-similar shapes found
in the natural world, including: mountain ranges; river basins; clouds and lightning; trees, ferns, and
other plants; and vascular systems in plants and animals.

Fractals need not be natural objects; they can be human-made and can also unfold in time in addition to
space. For example, the sizes of earthquakes, the populations of cities, the frequency of words within a
text, and the distribution of the number of links into web pages all can be usefully viewed as fractals.
A few simple tools and ideas for analyzing fractals prove to be surprisingly powerful and exible.
Fractals are different from chaos.
Fractals are self-similar geometric objects, while chaos is a type of deterministic yet unpredictable
dynamical behavior.
Nevertheless, the two ideas or areas of study have several interesting and important links.
Fractal objects at rst blush seem intricate and complex.
However, they are often the product of very simple dynamical systems.
So the two areas of study—chaos and fractals—are naturally paired, even though they are distinct
concepts.
The rst two parts of these notes are exclusively concerned with dynamical systems and chaos.
Later in Part III I will introduce fractals, and then throughout the rest of the notes we will see a number
of different ways that chaos and fractals are interwoven.
0.3 The Character of Chaos and Fractals
Are chaos and fractals a big deal? Yes.
Do they deserve all the hype? To some extent.
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Are they a revolution or a paradigm shift? Not really.

I think that most, but not all, scientists and philosophers of science would answer similarly.
Part of the purpose of these notes is to provide a clear introduction so that you can form your own
answers to these, and related questions.
Nevertheless, some introductory remarks are in order to help set the stage for what is to follow.
Chaos is not a theory.
The phrase chaos theory is used all over.
However, the phrase is rarely used by scientists and mathematicians, either in papers or books or, in my
experience, when talking with each other.
What do I mean when I say that chaos theory is not a theory?
It is dif cult to precisely de ne what is meant by a scienti c theory, but usually a theory is a concise and
consistent body of knowledge that allows one to understand a broad class of natural phenomena.
For example, in electrodynamics—the study of electricity and magnetism—just ve equations describe
the behavior of any arrangement of stationary and moving charges.
One can use these equations to calculate the value of electric and magnetic elds and determine the
forces these elds exert on other charges.
A scienti c theory can provide a broad explanatory framework without being associated with the
equations and calculational methods that are typical of physics.
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For example, the germ theory of disease, the theory of evolution by natural selection, or the theory of
plate tectonics, each explain a large body of facts and provide an organizing structure for thinking about
epidemiology, biodiversity, and earthquakes and mountain ranges.

Note that these theories explain without necessarily predicting.
The theory of plate tectonics has led to only little success in predicting the timing of earthquakes, but it
certainly helps us explain what earthquakes are and why they occur where they do.
Chaos is not a theory like electrodynamics, quantum mechanics, the germ theory, evolution, or plate
tectonics.
There is no chaos equation, nor does chaos provide a recipe for calculating physical quantities of interest
in the way that quantum mechanics does.
There are no axioms or postulates of chaos.
Chaos does provide a framework or a mindset or point of view, but it is not as directly explanatory as
germ theory or plate tectonics.
Chaos is a behavior—a phenomenon—not a causal mechanism.
The situation with fractals is similar.
The study of fractals draws one’s eye toward patterns and structures that repeat across different length or
time scales.
There is also a set of analytical tools—mainly calculating various fractal dimensions—that can be used
to quantify structural properties of fractals.
Fractal dimensions and related quantities have become standard tools used across the sciences.
As with chaos, there is not a fractal theory.
However, the study of fractals has helped to explain why certain types of shapes and patterns occur so
frequently.

I hope these remarks are not de ating or discouraging.
I certainly do not intend them to be.
But I do want to lay my cards on the table so you are not expecting these notes to lay out a neat,
comprehensive theory.
So what is chaos if not a theory?
And how do fractals t into all of this?
I will revisit these questions throughout the notes, but for now, here is an imperfect analogy to get things
started.
In some ways the study of chaos and fractals is like the study of trees.
Trees are awesome.
They are beautiful, found all over the world, have a wide range of sizes and shapes, but also have some
de nite similarities.
There is no such thing as tree theory.
But there are theories that apply to trees: evolution, chemistry, and physics all have a lot to say about
trees.
Likewise, there are certain techniques and methods that are useful for studying trees: measuring their
height, taking cores, pressing leaves, using microscopes, and so on.
So there is lots to learn about particular trees, trees in general, and also lots to learn about the methods
scientists use to study trees.
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So it is with chaos and fractals.

Are chaos and fractals a revolution or a passing fad?
A paradigm shift or nothing but a lot of hot air and hype?
While it is unarguable that there has been quite a bit of undeserved hype and pseudoscienti c
speculation, I certainly think chaos and fractals are very important.
The study of chaos shows that simple systems can exhibit complex and unpredictable behavior.
This realization both suggests limits on our ability to predict certain phenomena and that complex
behavior may have a simple explanation.
Fractals give scientists a simple and concise way to qualitatively and quantitatively understand
self-similar objects or phenomena.
More generally, the study of chaos and fractals hold many fun surprises; it challenges one’s intuition
about simplicity and complexity, order and disorder.
So let us put aside philosophical concerns for the time being and begin.
I will now discuss a number of different ways of viewing and thinking about functions.
In the subsequent notes we will look at repeatedly applying a function.
These iterated functions are a dynamical system.
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By studying them, we will begin our journey into chaos.

1. Functions
Before we can get into chaos and fractals, I will need to lay a good bit of groundwork, introducing some
key terminology and ideas.
The starting point is to consider the mathematical idea of a function.
Functions are the most basic way of mathematically representing a relationship.
They will be a key to the rst two parts of these notes.
In everyday speech, we might say something like “how tired you are is a function of how much you slept
last night.”
Or, “how hungry you are depends on how many cookies you have eaten.”
These statements suggest that one quantity—tiredness or appetite—depends on another quantity—hours
sleeping or numbers of cookies consumed.
In this sense, the common usage of the word function aligns with the mathematical use; mathematically a
function represents a dependence.
However, as is often the case in science and mathematics, the technical meaning of a word is narrower
than the common meaning, as we will see later.
To further explore the idea of a function, we now consider several different, complementary ways of
looking at functions.

1.1 Functions as Actions
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In mathematics, it is useful to think of a function as an action; a function takes a number as input, does
something to it, and outputs a new number. This is illustrated in the gure below. Here, the function is
called f.

A schematic view of a function f that takes a number x as input, does
something to the number, and outputs a new number called f(x).

For concreteness, let us say the function is the action triple.
That is, the function takes a number and multiplies it by 3.
So, for example, if the input is 4, the output would be 12.
If the input is 20, the output would be 60.
And if the input is 2.7, the output would be 8.1.
There are a number of ways that we can denote this symbolically.
One way is as follows:

This notation helps make it clear that the function f takes a 4 and turns it into a 12, takes 20 and turns it
into 60, and so on.
This is represented pictorially or schematically by the gure right.

This can also be indicated symbolically:
A schematic view of the triple function.
This function takes a number as an input,
and outputs that number multiplied by 3.

fi

Read aloud, any of these symbolic representations would read “f of 4 equals 12.” What this means is
that if the function f gets 4 as input, the output is 12.

1.2 Functions as a Formula
In the preceding example I speci ed the function f by saying in words what it does.
Namely, it triples the input number.
We can also specify the function using algebra:
In this equation, x is a placeholder for the number that we input and the right hand side, 3x, represents
the value of the number that the function outputs.
In this case, the output is three times the input: take the input x and multiply it by 3. So,
and so on.
By the way, there is nothing special about the letter “x” in Eq. (1.7).
or

I could just as well have written:
The letter “x” (or “z” or “q”) is just a placeholder.

That is, “x” is just a form of shorthand for whatever number we use as input for the function.
One nal note about formulas: an equation such as the above is not something that one would solve.
In fact, there is nothing to solve for.
The purpose of these equations is to de ne the function f.
It says, for all values of x, what the value of the function is, f(x).
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Later I will have more to say about algebraic approaches to functions. For now, the main point is that
functions can be described by a formula, as we did above.

1.3 Functions are Deterministic
We are now in a position to re ne our de nition of a function.
A function is a rule that assigns an output value f(x) to every input x.
This is consistent with the everyday use of the word function: the output f(x) is a function of the input x.
The output depends on the input.
For a mathematical function, the output is determined entirely by the input.
This means that if you give a function the same input, you will always get the same output.
Consider again the function f(x) = 3x.
The output depends on the input, and the same number input into the function always yields the same
output.
For example, f(5) = 15.
And, a few moments later, f(5) is still 15.
Doing the same thing gives the same result.
Such a function is said to be deterministic, because the output is completely determined by the input.
If a function is not deterministic, we would say that it is stochastic.
This means that the function involves some element of chance.
For example, perhaps h(x) = 2x with probability 1/2, and h(x) = x with probability 1/2.
So, if one used x = 5 as input, approximately half of the time one would get 10 as output, and
approximately half of the time one would get 5.
fi
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Clearly, the input does not completely determine the output.

Thus far we have described functions verbally as an action—e.g.,
triple the input—and symbolically using algebra — f(x) = 3x.
Another way to describe or specify a function is via a graph. The
gure right shows a graph of the function f(x) = 3x.
In this case, the function appears as a straight line. (This is not the
always the case, as we will see shortly.)

A graph of the function f(x) = 3x.

The idea here is that the input x is plotted on the horizontal axis and the output f(x) is plotted on the
vertical axis.
For example, if x = 4, f(x) = 12. Accordingly, the point (4, 12) is on the function’s graph.
And if x = 5, f(x) = 15, so (5,15) is on the graph.
As another example, a different function is shown in the
gure right.
In this case we are given the graph of function, but we do
not know the formula for the function.
Nevertheless, the function shown in the gure is a
perfectly legitimate function.

A graphical representation of a function.

We can specify a function graphically just as legitimately as we can specify it using algebra.
We can use the graph to read off approximate values for the function for given inputs.
For example, we can see that f(5) ≈ 30 and f(30) ≈ 370.
The symbol “≈” is read “is approximately equal to.”
fi
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1.4 Functions as Graphs

There are many different possible shapes that graphs of functions can
take.
However, not every curve that you draw corresponds to a function.
An example of a plot that is not a function is shown in the gure right.
The reason that this is not a function is that there is not only one output
for every input.
For example, consider f(−2).

A plot that does not give a
function.

Looking at the graph, it appears that there are three possible values for
f(−2): 1.2, 1.6, and 2.3.
Thus, this is not deterministic, and hence this is not a function.
For f to be a function there has to be one and only one output for every
input.
There is a geometric way to see that the curve in the gure is not a function: if at any point on a curve a
vertical line intersects the curve more than once, then the curve does not describe a function.
In the example at hand, if we draw a vertical line at x = −2, then that line will intersect the curve three
times.
In general, any time a vertical line intersects the curve more than once, this indicates that there is more
than one output for a single input.
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Hence, the curve cannot be a function.

1.5 Functions as Maps (For the mathematically inclined)
A function is also sometimes referred to as a map or a mapping.
This terminology is common in mathematics, but less so in
physics or other scienti c elds.
The idea of a mapping is useful if one wants to think of a
function as acting on an entire set of input values.
This idea is illustrated in the gure at right.

A diagram illustrating a mapping. The
function f maps elements of the set A on
the left, to the set B.

The function f maps input values in the set A to output values in the set B.
For example, 2 maps to 8. This is the same as saying f(2) = 8.
The statement that the function f maps A to B is denoted symbolically by
This equation would be read “f is a function that maps A to B.”
I will usually just refer to functions as functions, and not maps.
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Nevertheless, this is good terminology to know, as it is quite common and you may encounter it
elsewhere.

Example
The gure shows a possible relationship between this year’s
and next year’s population of rabbits on a small coastal island.
The reason that the rabbits may be considered to behave this
way is as follows.
Let us imagine that the rabbits do not have any predators on
this island, but that there is a limited amount of food, since
the island is small.
Suppose there are a lot of rabbits on the island one year, say
100.

The rabbit population on an island
next year as a function of the
number of rabbits on the island this
year.

Then there will not be enough food on the island for all the rabbits, and some will starve.
So there will be fewer rabbits in the following year.
This is indicated on the graph; if one year there are 100 rabbits, the next year there will be approximately
63 rabbits. On the other hand, suppose there are few rabbits on the island, say 10. Then there will be
plenty of food to go around, the well-fed rabbits will reproduce, and there will be more rabbits next year
—around 50.
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(a) In 1999 there are 70 rabbits on the island. How many rabbits are there in 2000? (90)
(b) In 2003 there are 35 rabbits on the How many rabbits are there in 2004? (81)
(c) In 1985 three are 20 rabbits on the island. How many rabbits are there in 1987. (65 then 90)
(d) In 1992 there are 80 rabbits on the island. How many rabbits were there in 1991? (32 or 86)

2. Iterating Functions
When I was in high school there were neither cell phones nor pagers nor even graphing calculators.
This meant that in class if I was bored I did not have any high-tech amusements.
But I did, however, have a basic calculator.
One source of entertainment was to enter a number on the calculator, and then hit a function key, like x2,
over and over and over again.
Sometimes the number gets too big for the calculator.
Other times it eventually goes to zero.
Sometimes it gets stuck at 1.
Admittedly, this is not the most scintillating of games.
But it did help pass the time in some dreary civics classes.
Despite its apparent simplicity, this process—applying a function over and over—is at the core of the
rest of these notes.
Now I introduce this process, known as iteration, along with some important terminology.
2.1 The Idea of Iteration
Iteration entails doing the same thing again and again using the previous step’s output as the next step’s
input.
In other words, we start with a number and apply a function to it to get a new number.
Then we take that new number and apply the function to it to get yet another number.
Then we apply the function to this new number, and so on.

This process is illustrated schematically in the gure right.
The output of the function is used as input for the next step.
This can also be thought of as a feedback process, in which
output is used as input.

A schematic view of an iterated function.
The function f takes a number x as input,
does something to the number, and outputs
a new number called f(x). This process is
then repeated, or iterated: the output f(x)
is used as input.

This is what happens, for example, when a microphone and
ampli er produces feedback where the microphone picks up
some sound, inputs it to the ampli er which ampli es it.

The microphone then picks up the ampli ed sound and inputs it to the ampli er to produce a new sound.
This new sound is then picked up by the ampli er which ampli es it, and so on.
I suspect that many of you are familiar with the high-pitched squeal that can result from this process.
Doing the earlier example, you have already iterated a function.
To do part (c) of this exercise, you started with 20 and then applied the function twice to this number.
The number 20 is the number of rabbits in 1985.
The function tells you that in 1986 there were approximately 65 rabbits.
Then, you applied the function again, this time using 65 as input.
The result is approximately 90 rabbits.
The key feature here is that you start with a number and then apply a function repeatedly to it.
In this case, the function was speci ed by a graph and not an equation.
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But we can easily do the same iteration process symbolically using an equation.

Suppose our function is the tripling function, f(x) = 3x.
Let us use 2 as our input.
We then apply the function and get f(2) = 3×2 = 6.
We then take 6, our output, and use it as input for the function to get f(6) = 3×6 = 18.
We then repeat the process: f(18) = 3×18 = 54.
Here is another, perhaps clearer, way to see this process:

If we started with a different number, we would get a different series of outputs:

2.2 Some Vocabulary and Notation
We begin with another example: the squaring function, g(x) = x2.
If we start, say, with 3, we will get 9 and 81 and 6561 and so on.
The number we start with, 3 in this particular case, is known as the initial condition or the seed.
Very often the initial condition is denoted x0.
The next value is denoted x1, and then x2, and so on.
It is often convenient to show this in a table.

The orbit of g(x) = x2 for the seed x0 = 3.

Iterating a function produces a sequence of numbers.
This sequence is often called an itinerary.
This is consistent with the everyday usage of the term; an itinerary is a list, in order, of all the places
visited along a journey.
The mathematical usage of itinerary is similar; the itinerary of 3 is a list of the results, in order, that one
gets from applying the function again and again.
Another word for itinerary is orbit.
Orbit and itinerary, in their mathematical usages, are synonymous.
Throughout these notes I will use the terms orbit and itinerary interchangeably.
Note that for a given seed, you will get different itineraries depending on the function you iterate.
To make this clear, one often refers to “the orbit of x0 under f” to remind us that the orbit (or itinerary)
depends on f in addition to x0.
2.3 Iterated Function Notation
We can also indicate the process of iteration by making use of functional notation.
The rst step when iterating is to apply the function, let us call it f, to the seed x0 to obtain x1:
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The next step is to apply f to x1, yielding x2:

We can also combine these two equations
f(f(x0)) might look funny.
But this expression actually summarizes the idea of iteration in a nice, compact form.
What f(f(x)) means is: start with x, apply f to get f(x), then apply f again to get f (f (x)).
The end result, f(f (x)) is a number that equals x after f has been applied to it twice.
Note that, as is always the case with nested parentheses, one starts with the innermost expression and
evaluates outward.
For example, if f is the squaring function, then f(f(5)) = f(52) = f(25) = 252 = 625.
We can do a similar thing for x3, the third iterate:
and the fourth iterate,
and so on.
I like this notation, because it makes it quite clear that x4 is obtained by starting with x0 and then
applying f four times.
However, writing all those f’s can be time-consuming.
So we need some better notation.
The standard thing to do is to indicate multiple applications of f as follows:

and, in general, for n applications of f:
2.4 Why Iteration?
You may be wondering why we are worrying about iteration.
The answer is that many systems in the real world can be thought of as being governed by an equation
that is applied over and over.
One example was the population of rabbits on an island, mentioned earlier, where the population of the
rabbits next year is a simple function of the rabbit population this year.
Of course no one really believes the world is this simple—even the world of rabbits on an island.
But perhaps this rabbit function is a reasonable enough approximation that we can learn something from
this approach.
But it is not just about rabbits.
The laws of physics themselves can be viewed as a sort of function.
Objects change their state of motion due to forces acting on them, and these forces are determined by
(usually) well understood rules.
So an object is acted upon by a force, and it moves.
It is acted upon by the force again. (The force might be different now, because the object has moved.)
So the object moves.
And the force acts.
And the object moves.
And all the while it is the same rules, the same functions, that are at play

Thus, much of physics can be seen as an iterative process: an object or a bunch of objects have some
initial condition or seed.
The laws of Newtonian physics are applied over and over, and the objects end up somewhere else.
This might sound almost disheartening.
Is this all there is to the physical universe in which we make our home?
Perhaps.
But we will see that even this arguably over-simpli ed view of the universe holds some intriguing
surprises.
Iterated functions are an example of what mathematicians call dynamical systems.
A dynamical system is just a generic name for some variable or set of variables that change over time.
There are many different types of dynamical systems—the iterated functions introduced above are just
one type among many.
Dynamical systems is now generally recognized as a branch of applied mathematics that studies
properties of how systems change over time.
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Scientists and mathematicians in this eld are interested both in general questions about what sorts of
change are typical for different types of systems, as well as applications to particular systems of physical
or biological interest.

3. Qualitative Dynamics: The Fate of the Orbit
3.1 Dynamical Systems
Earlier our main concern was determining the orbit, or itinerary, for a particular initial condition.
For example, for the function g(x)=3x2−1 and the seed x0 = 1, we have

This process is straightforward enough, at least if you have a calculator at hand.
Now we will take a more global, qualitative view.
Rather than asking about the particulars of an orbit, we will ask about its long-term behavior: do the
numbers get bigger and bigger, or smaller and smaller, or something else?
Put another way, rather than just paying attention to one particular initial condition, we will look to make
statements about a whole bunch—perhaps even all—initial conditions at once.
3.2 Dynamics of the Squaring Function
We begin by considering an extended example: the squaring function f(x)=x2.
Let us choose a seed, say 2, and see what happens under iteration:

We can see that the numbers are getting bigger.
And as we keep squaring, they will keep getting bigger.

The same thing will happen if we use 3 as our seed; square 3, and keep on squaring, and pretty soon you
will have a really big number.
In fact, this will be the case for any seed greater than 1.
Any time we multiply together two numbers, assuming that those numbers are positive and larger than 1,
the result is a larger number.
So any seed larger than 1 will get bigger and bigger.
There are a number of equivalent ways of expressing the idea that a seed gets bigger and bigger.
Typically we say that 2 (or whatever the seed is) tends toward in nity.
This indicates that the iterates grow without bound; there is no limit to how large the orbits become.
One could also say in some contexts that the orbit diverges.
All of these are equivalent; I will usually use the phrase “tends to in nity”.
Thus far, we have established that for any seed larger than 1, the orbit tends to in nity.
What about other seeds?
If we square a number between 0 and 1, the number gets smaller. E.g.,

If we were to iterate x0 = 1/2 we would get:
So, numbers that start between 0 and 1 get smaller and smaller, closer and closer to zero.
fi
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We thus say that the orbit of 1/2 tends toward zero or approaches zero.

Zero squared is zero.
So if we iterate zero we do not go anywhere:
We would thus say that 0 is a fixed point because it is unchanged by the function.
Symbolically, f(0) = 0.
And what about initial condition x0 = 1?
This is also a xed point, because 1 squared is 1: f(1) = 1.
3.3 The Phase Line
We have now gured out what happens to all non-negative initial conditions: if x0 is between 0 and 1, the
orbit approaches zero; if x0 is larger than 1, then the orbit tends toward in nity; and if the initial
condition is 0 or 1, then the orbit is xed.
We can summarize this state of affairs quite succinctly using a graphical device known as the phase line.
The phase line for the squaring function is shown in the
gure right; the phase line contains information about what
happens to all initial conditions.
We can see that seeds larger than 1 are pushed to the right,
toward in nity. And seeds between 0 and 1 are pushed
toward zero.

The phase line for the function f (x) = x2 , for
non-negative x. Zero and 1 are xed points.
Seeds less than 1 approach 0. Seeds greater
than 1 tend toward in nity.

The two xed points, 0 and 1, are shown as small circles.
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For discrete-time systems such as this, the phase line can be potentially misleading.
fi

fi

What about the number zero itself?

The value of the variable x does not slide or ow continuously along the line.
Rather it jumps.
For example, when we square 2 using the squaring rule it jumps immediately to 4.
It does not slide along the line, passing through intermediate values on the way to 4.
The phase line summarizes in graphical form the qualitative behavior of the orbits for all initial
conditions.
By qualitative behavior, I mean that we can tell if an orbit ies off to in nity, stays put, or gets pulled
toward zero.
We cannot get detailed quantitative information from a phase plot.
For example, we cannot use the gure above to gure out f(3)(2.2).
But this is not a serious drawback.
Often this long-term behavior—the orbit’s fate—is all that we are interested in.
For example, we might want to know if a population of rabbits on an island dies off, grows without
bound, or stays at some equilibrium value.
This information is usually more important than the particular sequence of population values that forms
the itinerary.

fi

fl

fi

fl

fi

This is especially the case if our model is only approximate or if we cannot measure the value of x
accurately.

3.4 Fixed Points via Algebra
We now focus on some methods for nding xed points of a function.
As discussed above, a xed point of a function f is an input x that yields the same output.
This sentence can be written as an equation.
Let us denote a xed point by x*.
Then, the equation for a xed point is:
We use the symbol x* to remind us that this equation is not true in general.
It is only true for some special values of x-namely, xed points-and we denote this special value by x*.
We can use the above equation to solve for the xed point(s) of a given function.
For example, suppose that f(x) = 7x + 4.
The xed point equation for this function is

or

x* = - 2/3

To summarize, the main point of the above example is that we can use the xed-point equation, together
with some algebra, to determine the xed point.
This method will pretty much always work, as long as the function is not too complex.
There is nothing that says that a function has to have a xed point.

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

Similarly, there could be functions that have multiple xed points.

There is also a graphical way to nd xed points.
Consider the function f(x) shown in the gure right.
A quick survey nds that there is a xed point around x = 3,
since it appears that f(3) ≈ 3.
This is the only xed point for this function.
This search process can be made much easier by the following
trick.

A graphical representation of a function,
used to illustrate the process of nding a
xed point.

In addition to the function f(x), let us plot the y = x line on the
same axes.
This is shown in the second gure.
As you can see, the xed point, x = 3 occurs exactly when the
y = x line crosses the f(x) curve.
We now have a graphical way to nd xed points of a function
if we have access to the function’s graph.
Namely, we draw the y = x line, and then the xed points occur
where the function crosses y = x.

The same function as in last gure, along
with the y = x line. The line y = x is the
thin, straight line. The xed point of f (x)
occurs when the f (x) curve crosses the y
= x line.

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

We will see some other methods later when the functions get more complicated.

fi

fi

3.5 Finding Fixed Points Graphically

Let us return to the example that we used to start this discussion: the squaring function f(x) = x2.
Recall that there are two xed points: 0 and 1.
These two xed points are different in character: numbers close to 1 get pushed away from it, while
numbers close to zero get pulled closer to 0.
This difference is a crucial one.
The orbit of 1 is xed, and so it will remain at 1 as we iterate the function.
However, suppose there is a slight uctuation—some small external in uence that makes the value of x
deviate slightly from 1.
Then, when the function is iterated, the orbit will either go to zero or tend toward in nity, depending on
whether the uctuation moves x below or above 1.
Thus, if we are at x = 1, then the situation is like a marble
delicately balanced on the top of an upturned bowl, as
sketched in the gure right.
The marble is at rest—it is at a xed point.
But a small disturbance, such as a little gust of wind or a
slight vibration of the bowl, will lead to the marble leaving its
perch on the top of the bowl (its xed point), and it will move
to the left or to the right, never to return.

A schematic illustration of an unstable xed
point. The marble is at an equilibrium, or
xed, position. However, a small
perturbation will cause the marble to move
away from the xed point. This type of a
xed point is also known as a repellor.

fi

fi

fl

fl

fi

fi

fi

fi

fi

fi

fl

fi

fi

So, xed points like x = 1 in our example of the squaring function are classi ed as unstable.
fi

fi

fi

3.6 Types of Fixed Points

Such a xed point is also called a repellor, because nearby orbits are repelled by it.
On the other hand, the xed point 0 is very different.
Here, if we get “bumped” off the xed point, the subsequent orbit
moves us back to the original xed point.
Fixed points with this property are called attractors or stable.
Returning to the marble for a moment, an attractive or stable xed
point is illustrated in the gure right.
Here, the marble is at the bottom of a bowl.
A small change in the marble’s position will result in the marble
getting pulled back to its original location.

A schematic illustration of a stable
xed point. The marble is at an
equilibrium, or xed, position. A small
perturbation will cause the marble to
move back toward the xed point. This
type of a xed point is also known as
an attractor.

The distinction between stable and unstable xed points is an important one.
In real systems (or computer simulations), one does not expect to observe or encounter unstable xed
point, for the simple reason that unstable xed points do not stick around for long.
A tiny bump or a nudge, and the orbit will move away from the xed point.
In everyday experience it is very rare that we encounter a marble perched on an upturned bowl.
It is much more common to see a marble at the bottom of a bowl.

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

Finally, there is another type of xed point that I should mention.
fi

fi

What this means is that if x is somehow moved away from the xed point, even a very little bit, the orbit
of this new x will move away from the xed point.

Such a xed point is called neutral.
An illustration of a neutral xed point is shown the gure right.
We will not encounter neutral xed points very often, but it is
useful terminology to know.
Note that a neutral xed point is, in a sense, a type of xed
point that is in between being stable and unstable.

A schematic illustration of a neutral xed
point. The marble is at an equilibrium, or
xed, position. If the marble is moved to
the left or the right it will neither move
back toward the xed point nor away from
the xed point.

4. Time Series Plots
Now I will introduce a way to visualize and think about the orbits of a function.
As usual, we begin with an example.
4.1 Examples of Time Series Plots
Consider the square root function,

f (x) =

p

x

The orbit of 4 is
The orbit is approaching 1.
Displaying a list of numbers as above is ne, but often
a clearer way to see the behavior of the orbit is via a
time series plot.
A time series plot of the
p itinerary of 4 for
the function f (x) = x. The itinerary
approaches the xed point at x = 1.
fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

Such a plot for the orbit above is shown in the rst gure right.
fi

fi

fi

One could have a xed point for which it is the case that if one moves away from the xed point the
resulting orbits neither move away from the xed point (as is the case for a repellor) nor back toward the
xed point (as is the case for an attractor).

We can also plot several different orbits on the same axes.
This is done in the gure right where I have plotted the orbits
for four different seeds: 4.0, 2.0, 0.5, and 0.0625.
Remember, the square root function has an attracting xed
point at 1 —> can clearly see that the orbits of all these initial
conditions are pulled toward the xed point.
Note that the difference between orbits shrinks as time moves
forward.

Four seeds: 4.0, 2.0, 0.5, and 0.0625

x values that were once far apart get closer and closer
together.
Let us now consider another example, the function g(x) = − x/2 + 2.
The time series for the seed x0 = 4 is shown in the gure right.
Looking at the gure, we suspect that there is a xed point near x = 1.3.
One can verify using algebra that there is indeed a xed point at x = 4/3

fi

fi

fi

fi

fi

fi

fi

fi

The orbit is getting closer to x ≈ 1.3 as it oscillates around it, so the xed
point is an attractor.

The time series plot for the seed
x0 = 4 for the function
g(x) = − x/2 + 2. The itinerary
oscillates as it approaches the
attractor at x = 3 .

5. Graphical Iteration
Now we continue the introduction to discrete dynamical systems by introducing another tool for
visualizing and analyzing iterated functions.
The bene t of this new tool is that it will let us quickly determine the stability of all of a function’s xed
points.
5.1 An Initial Example
We will start by considering the function shown in the gure right.
Also plotted is the line y = x.
Recall that xed points occur where the y = x line intersects f(x).
We thus see that the function has xed points at x = 0 and x = 3.

The graph of a function f(x).

Suppose we are interested in the orbit of x0 = 1.
We can gure this out from the graph of f(x).
The rst thing we do is to read f(x0) off of the graph. Doing so, we nd that f(x0) = x1 ≈ 1.7.
To get the next iterate x2, we need to use 1.7 as our next input.
So, we nd 1.7 on the x-axis, then follow our eyes up to the function, and see that f (1.7) ≈ 2.3.
Imagine doing this iteration directly on the graph.
We start with x0 as input and move up to get f (1) ≈ 1.7.

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

Trace this out with your nger or a pen or pencil: start at 1 on the x-axis, and then move straight up to
the function

To iterate, we need to take the output, 1.7, and use it as the input for the function.
So we need to get to 1.7 on the horizontal axis, as this is where inputs to the function are.
Move your nger straight to the right and then down to 1.7 on the x-axis.
Note that you make your downward turn exactly at the y = x line.
Now that you are at x = 1.7 on the x-axis, move straight up to the function at around 2.3.
We now need to use 2.3 as our input.
So, as before, move straight to the right and then head straight down to 2.3 on the x-axis.
Note, again, that you made the downward turn exactly at y = x.
Now move straight up to the function to get f(2.3).
We see that we are now at approximately 2.6.
Our approximate orbit thus far is
The tracings that you would make as you use the graph to
determine the rst few iterates of x0 = 1 are shown in the gure
right.
You can easily con rm that these tracings—the dashed lines in
the gure—are what you follow when iterating using 1 as a
seed.
Next, note that a portion of the dashed line is redundant.
There is really no need to drop back down to the x-axis every time.
fi

fi

fi

fi

fi

fi

Instead, we can go right from the y = x line to the function f(x).

The graph of a function f(x). The
dashed lines show the tracings one
would make to determine the rst few
elements in the orbit of x0 = 1, as we
have described.

This is shown in the gure right.
We can clearly see the orbit being drawn toward x = 3.
Evidently 3 is an attracting xed point.

5.2 The Method of Graphical Iteration
The above example suggests the following general method for determining the itinerary of a seed x0 for a
function f(x).
(1) Start with the seed x0 on the x-axis.
(2) Move up to the function f(x).
(3) Move horizontally (left or right) to the y = x line.
(4) Move vertically (up or down) to the function f(x).
(5) Repeat steps 3-4 again and again.
This process is a nice quick way to determine an itinerary.
Often, by choosing a few representative initial conditions, we can quickly determine the qualitative
behavior of the dynamics.
The graphical method described above is not new; it is the exact same iteration process we have been
doing all along.
The graphical approach is just a different representation of the iteration discussed earlier.
fi

fi

I hope that introducing the process of graphical iteration in some detail has helped make this clear.

We now do two more examples of graphical iteration to give
you some additional experience with this method.
Along the way I will point out a few of the method’s subtleties.
First, consider the function f(x) = − 3x/4 − 1 shown in the
gure right.
Let us try using the graphical technique to iterate the
initial condition x0 = 3.
The result of graphically iterating x0 = 3 is shown in the
bottom gure right.

The graph of the linear function f(x) =
− 3x/4 − 1. The line y=x is the thin dashed
line.

There is a xed point where the lines f(x) and y = x
intersect.
From the graph, this appears to be at around x = −0.5.
Using algebra one nds that the xed point occurs at x∗ =
-4/7 ≈ −0.571.
The orbit of 3 gets closer and closer to the xed point, but
moves from one side of the xed point to the other while
doing so.

fi

fi

fi

fi

fi

fi

fi

fi

fi

In the gure the orbit appears to spiral in to the xed point.

fi

fi

5.3 Further Examples

Graphically iterating the seed x0 = 3 for the
linear function f(x) = −3x/4−1. The line
y = x is the thin dashed line. There is an
attracting xed point at x∗ = -4/7 ≈ −0.571.
Note that the itinerary oscillates around the
attracting xed point as it moves toward it.

This oscillatory behavior can also be seen by looking at the time
series plot.
Such a plot is shown the gure right, in which one can clearly
see that the orbit of x0 = 3 oscillates around the xed point
x∗ ≈ −0.57 while approaching it.
The xed point x∗ = -4/7 is attracting, or stable.
The results of graphically iterating a function are sometimes referred to as cobweb diagrams.
Not all graphical iteration processes end up looking like cobwebs.
Sometimes one gets staircases, as was the case in earlier.
As a nal example, consider the function shown in the gure right.
This function has xed points at x = 1 and x = 0.
We will use the graphical methods to determine the stability of
x = 1.
To do so, perform graphical iteration for two different seeds, one a
little bit larger than 1, and one a little bit smaller.

fi

fi

fi

fi

fi

fi

fi

The result of doing this is shown in the next gure.

The graph of a function f(x). The line
y = x is the thin dashed line.

Hence, this lets us conclude that x = 1 is a repelling, or unstable,
xed point.
We can also see that x = 0 is an attracting xed point, and that
orbits that start above x = 1 will tend toward in nity.
Using graphical iteration to determine
the stability of the xed point at x = 1.
We can see that orbits that start close to
x = 1 are pushed away from it. Hence,
x=1 is a repelling, or unstable, xed
point.

A complementary view of this can be seen bottom gure right, in
which I have plotted the time series for the two initial conditions
used.
Again, we can see that x = 1 is repelling, x = 0 is attracting, and
that orbits above x = 1 will tend toward in nity.

fi

fi

fi

fi

fi

fi

fi

fi

Time series plots for the two orbits
determined graphically in the top gure.
The xed point at x = 1 is unstable, or
repelling.
fi

fi

We can see that orbits are pushed away from the xed point at
x∗ = 1.

6. Population Models
Thus far we have been concerned with generic functions—functions that are just functions and are not
intended to model any particular situation in the real world.
Now we will shift toward a more applied context and will consider two families of functions that are
commonly used to model the growth of populations.
The latter of two functions, the logistic equation, will be a central item of study in the rest of the notes.
6.1 Exponential Growth
Let us imagine that a team of biologists visit an isolated, grassy, warm island in the sea.
The biologists have traveled with some of their pet rabbits.
One evening, the rabbits and biologists are romping around their campsite, and some of the rabbits
wander off and are lost.
The next morning, the biologists sail away, leaving some of their rabbit friends behind.
In this way a bunch of rabbits come to live on an island that was once rabbit-free.
What will happen to the rabbit population over time?
It is reasonable to expect that the rabbit population will grow.
Let us try to construct a mathematical model to describe this situation.
To simplify things, we will imagine that time is discrete: we will keep track of the rabbit population
generation by generation, rather than instant to instant.
To start, let us assume that the population doubles every generation, and that there are initially three
rabbits on the island.
Then, the subsequent populations are:

The function that we are iterating in this case is the
doubling function: f (x) = 2x.
The function is plotted in gure right.
Also shown are the results of graphically iterating the
initial population x0 = 3.
The itinerary for this seed was given above.
The corresponding time series is shown in gure right
bottom.
As anticipated, we observe that the rabbit population is
growing very quickly.

The plot of the function f(x) = 2x, describing how the
population of rabbits one year is related to the
population of rabbits the next year. The input x is the
population at one generation and the output f(x) is
the population at the subsequent generation. Also
shown is the effect of graphically iterating the seed
x0 = 3. The orbit grows without bound; it tends
toward in nity.

Because the function f(x) = 2x is so simple, we can
determine a convenient expression for f(n)(x), the nth
iterate of x.
Usually such a formula is not of much use, since we are
typically interested in the long-term behavior of an orbit,
not the details of particular orbits.

fi

fi

fi

The time series plot for the initial condition x0 = 3
for the doubling function. We interpret this plot as
a graph of the rabbit population versus time. The
population grows exponentially.

However, in this particular instance there is a value to
being able to write down an algebraic expression for
how the population is growing over time.

To gure out a formula for f(n)(x), let us start by looking at the
table, which contains the numerical values of the orbit.
I have written numbers in the right column so as to emphasize
that each successive iterate gets multiplied by two.
This should make it clear that to get the nth iterate we just
multiply our seed by 2 a total of n times.

The orbit of x0 = 3 for the
doubling function.

This is equivalent to multiplying the seed by 2n .
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Thus,
In words, this says that if we start with a population of x0, after n generations the population is x0 2n .
<latexit sha1_base64="bVuyYE3mJzjoWizwVTH0esESdhA=">AAAB/nicbVDLTgJBEJzFF+IL9ehlIjHxRHaJUY4kXjxiFDCBlcwODUyYnd3M9JqQDYk/4FX/wJvx6q/4A36HA+xBwEo6qVR1p7sriKUw6LrfTm5tfWNzK79d2Nnd2z8oHh41TZRoDg0eyUg/BMyAFAoaKFDCQ6yBhYGEVjC6nvqtJ9BGROoexzH4IRso0RecoZXuKo+qWyy5ZXcGukq8jJRIhnq3+NPpRTwJQSGXzJi258bop0yj4BImhU5iIGZ8xAbQtlSxEIyfzk6d0DOr9Gg/0rYU0pn6dyJloTHjMLCdIcOhWfam4n9eO8F+1U+FihMExeeL+omkGNHp37QnNHCUY0sY18LeSvmQacbRprOwJdBsBDgp2GC85RhWSbNS9i7L3u1FqVbNIsqTE3JKzolHrkiN3JA6aRBOBuSFvJI359l5dz6cz3lrzslmjskCnK9fHF6V+g==</latexit>

For example, we saw earlier that the fourth iterate of 3 was 48. Accordingly,

We can easily generalize this result.
Suppose the growth rate is not necessarily 2, but is instead given by the quantity r, i.e., we have
where x is the population at one generation and f(x) gives the population at the subsequent generation.
The nth iterate of this function is given by
The quantity r in this last equation is often referred to as a parameter.

fi

This is to make clear that it plays a different role than the variable x, which is the population.

The population is changing dynamically as the function is iterated, while the parameter r remains
constant.
One could then start over, change r and ask what effect the change has on the behavior of population.
In general, parameters are variables that one can change and experiment with, but that remain constant
while a dynamical variable changes.
In any event, this says that the population is growing exponentially as it is iterated.
The number n of the iterate is interpreted as time.
To make this clearer, we rewrite the last equation in the following way:
where P(t) is the population of rabbits at time t, and P0 is the initial population.
In words, the equation says that the population at time t is equal to the initial population times r t.
The function P(t) is known as an exponential function because the variable t is expressed in the
exponent.
Note that equation, which gives the population next year as a function of this year’s population, is linear.
This means that the growth is constant in the sense that at every time step the population is multiplied
by r.
In contrast, the function P(t), which is the function for the tth iterate—i.e., the population after t years—is
exponential.
The function P(t) is a formula for the time series plot for the function f.

Varying the Growth Rate
Before moving on to different models of population growth, let us consider the behavior of our model as
we change the value of the growth rate r.
Our basic model is
where x is the population at the current generation, and f(x) gives the population at the next generation.
The quantity r is a parameter: a quantity that we can adjust, depending on the situation we are trying to
model.
We can think of a parameter as a knob or dial that we can turn to tune the model so it best ts the
situation at hand.
As noted above, r is the growth rate of the population; r is the factor by which the population grows
every generation.
This means that each generation is obtained by multiplying the previous generation by r.
This leads to exponential growth, as was seen above:

The picture here is that the function P(t) gives the population at time t, given that the initial population
was x0.
This has several distinct behaviors depending on the value of r.
First, as we have seen, if r is greater than one, the population will grow exponentially.

fi

On the other hand, if r < 1, the population will decrease.

For example, suppose that r = 0.9.
This means that the population every generation is just 90% of the previous generation’s population.
Equivalently, we can view the population as decreasing by 10% every generation.
For example, suppose that the initial population is 100.
The itinerary for this initial condition is:
and the population tends toward zero.
Finally, if r = 1, then the population does not change from generation to generation; every point is xed.
The function is given by
All x are xed for this function; the input always equals the output.
To summarize, we have considered a population that grows by a xed factor every generation, i.e., at
each generation the population is multiplied by some number r to get the new population.
This model has three different behaviors depending on the value of the parameter r:
(1) r > 1: The population grows exponentially
(2) r = 1: The population remains constant
(3) 0 ≤ r < 1: The population decays exponentially
The exponential growth model is important, since it is an excellent approximation for many natural
phenomena.

fi

fi

fi

In addition, exponential growth forms the basis for a slightly more complicated growth model, to be
discussed next, that will serve as the key example for the rest of the notes.

6.2 Modifying the Exponential Growth Model
The previous model leads to unlimited exponential growth.
If r is greater than one there will be more and more and more and more rabbits forever.
Clearly, this is unrealistic; eventually the population will level off as the rabbits start to run out of food or
space.
Now we will construct a new model that has the more realistic property that the population does not
grow forever.
The result will be an equation that will be our gateway into the study of chaotic systems.
The basic idea that we want to capture in an equation is as follows.
If there are few rabbits, there will be lots of food for them, and the next year there will be more rabbits.
However, if there are a lot of rabbits, there will not be enough food to go around.
The rabbits will be hungry and weak, and as a result, in the following generation there will be fewer
rabbits.
The population will shrink instead of grow.
This decrease in population when there are too many rabbits is what keeps the rabbit population from
growing without bound.
How can we express this idea with an equation?
Our starting point is the model from earlier:
I will use P to represent the value of the population here, because later I will use the variable x to
represent something else. So I need to save x for later use.

I wish to modify this equation to limit the growth somehow.
Let us imagine a certain population A at which there are so many rabbits that they eat all their food,
leading to all rabbits starving, and hence zero rabbits at the next generation.
I will refer to A as the annihilation parameter.
If the population P ever equals A, then the population is doomed; all of the rabbits will die and P will
equal zero at the next generation.
The annihilation parameter is incorporated into the basic model as follows:
Let us see what this equation tells us.
Suppose that the population P equals the annihilation value A.
We would expect this to lead to a zero population.
Is this the case?
Plugging P = A into equation, we obtain
Thus, if P = A, the population is indeed annihilated.
Suppose the population P is small and is not close to the annihilation value A.
In this case, the rabbits are not depleting their food source much, and so we would expect them to still
grow approximately exponentially.
Is this the case in our model?
Let us look again at equation.
If P is much smaller than A, then P/A is close to zero, and

So, for small P, this model will give exponential growth, just like our previous model did.
This model can also be understood graphically.
A plot of our equation is shown in the gure right.
In the graph we can see that if the current population P equals
the annihilation parameter A, then the subsequent population
will be zero.
We can also see that if the current population is zero then the
next population will also be zero.
If there are no rabbits, then in the next generation there will still
be no rabbits.
In between the extremes of P = 0 and P = A, we can see the
scenario discussed above.

A graph of the function

Note that if P = A, then the population
at the next generation is zero.

Namely, if there are many rabbits—i.e., P is close to A—at the next generation there will be fewer
rabbits. And if there are few rabbits—P is close to 0—then there will be more rabbits at the next
generation.
As a nal step in the development of this new model, I will manipulate our equation to put it in a
somewhat more convenient and standard form.
Repeating the equation, we have:
We are interpreting f(P) as the next population and P as the current population.
To denote this more explicitly, we can rewrite the above equation as:
fi

fi

where Pn is the population at generation n, and Pn+1 is the population at generation n + 1.

This equation depends on A, the maximum possible number of rabbits.
In general, this could be quite a large number.
Also, different islands will have different values of A, depending on how big the island is, how nutritious
the grass is for the rabbits, and so on.
Ultimately, we are interested in the behavior of the rabbit population given that there is some limit to
their growth.
We are not so interested in the exact value of the doomsday number A, nor are we interested in the
particulars of the rabbits.
The goal here is to come up with a generic model for populations that have some limit to their growth.
We are after the simplest such model so that we can explore its general properties.
With all this in mind, I will divide both sides of the equation by A, for reasons that should hopefully
become apparent soon:

At rst blush, this new equation might look like a mess. But let us de ne a new variable x:
In words, x is the population expressed as a fraction of the annihilation parameter.
The variable x is thus always between 0 and 1.
For example, if A = 1000 and there are P = 600 rabbits, x would be 0.6.
Using this new variable x, the equation takes a much simpler form:

fi

fi

Or, returning to the functional notation that we started with:

In this equation x is the current population, expressed as a fraction of the maximum possible population,
and f(x) gives the population at the next generation.
The variable r is a parameter.
As we did in the previous section for the case of exponential growth, we can vary r depending on the
situation we are trying to model.
We shall see that this new equation has rather different properties for different values of r.
6.3 The Logistic Equation
This equation

is known as the logistic equation.

It was rst introduced in 1838 by Pierre Francois Verhulst.
During the rest of these notes we will use the logistic equation as an exemplar of a chaotic system.
Now we will begin exploring the surprisingly rich and diverse behaviors exhibited by this simple
equation.
Let us start by considering what happens when r is less than 1.
Since we are interpreting r as a growth rate, we would expect
that the population will decay, just as it did for linear growth,
f(x) = rx, when r < 1.
Indeed this is the case.
In the gure right I have shown the logistic equation, for r = 0.8.
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A graph of the logistic equation for r = 0.8.
Graphical iteration shows that initial conditions are pulled
toward the xed point at x = 0.
Thus, x = 0 is an attracting xed point. This means that the population will die off, as expected.

Again, we can see the orbit approaching zero; the population
is dying.
Remember that we are measuring the population as a fraction
of the maximum possible population.
Thus, a population of 0.8 means 80% of the maximum
number of rabbits, not 0.8 rabbits.
Next, consider a growth parameter r that is greater than 1.

The time series plot for the initial
condition x0 = 0.75 for the logistic
equation r = 0.8.

For this case presumably the population will not die off.
Instead, we might expect it to grow but then level off.
In fact, this model was constructed with exactly this sort of
behavior in mind.
Let us see if this is indeed what occurs.
In the gure right I have plotted the logistic equation for r =
1.5.
I have also shown the effect of graphically iterating the initial
population x0 = 0.1.
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The corresponding time series is shown in the gure on next
slide.
fi

fi

The time series for the orbit iterated graphically in the last
gure is shown in gure right.

A graph of the logistic equation for
r=1.5. Also shown are the graphical
iterates of the initial condition x0 = 0.1.
Note that there is a xed point at x = 0.
However, this xed point is now
repelling. There is a stable xed point at
x ≈ 0.33

As anticipated, we see that the population grows but then reaches a
plateau.
For this particular r value the population reaches an equilibrium at
around x = 0.3.
Thus, it appears that our modi cation of the exponential growth
model has been a success; our new model does not lead to runaway
growth, but rather a population that grows and levels off.
The time series for an orbit of the
logistic equation for r = 1.5. There is a
stable xed point at x ≈ 0.33.

What happens, however, if our initial population is above the
equilibrium value?
The population might decrease to the equilibrium value, or possibly
it could grow and then cause the population to die off.

The gure at right shows us that it is the former
possibility that occurs and not the latter.
This gure is identical to the earlier gure, except that
I have used a different initial condition: x0 = 0.8
instead of 0.1.
We can see that the population experiences a large
decrease in the rst generation and then increases to
the equilibrium value around x = 0.3.

fi
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Thus, for this parameter value we would expect to
observe a stable population at about a third of the
maximum population.

A graph of the logistic equation for r = 1.5. Also
shown is the graphical iteration of the initial
condition x0 = 0.8. This gure is identical to earlier
case, except that here a different initial condition is
used for the graphical iteration.

Perturbations such as an unusually harsh stretch of weather or an
unusually good crop of rabbit food might move the population a
little bit away from the equilibrium.
So we might observe uctuations, but we would expect them to be
transient.
The time series plot corresponding
to the graphical orbit of last graph.

If we observed a sudden change in the population, we would take
this as an indication that some external in uence was effecting the
rabbits.

Left to their own devices, the rabbits will quickly reach a stable population size.
As a nal example, let us investigate what happens when r = 3.2.
The growth parameter r is now much larger than in the previous
example.
Will this lead to a different equilibrium value?
Or will the population grow so fast that it reaches the
“annihilation value” causing it to go to zero?
Or is there some other possibility?
Let us nd out.
In the gure right I have plotted the logistic equation for r = 3.2
and shown the results of graphically iterating the initial condition
x0 = 0.1.
fi
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The corresponding time series is shown in the next gure.

A graph of the logistic equation for r =
3.2. Also shown are the graphical iterates
of the initial condition x0 = 0.1. The orbit
does not reach a single equilibrium
value. Rather, it oscillates between two
values, x ≈ 0.8 and x ≈ 0.5. The behavior
is periodic with period 2. This period-2
behavior is stable, or attracting.

In the time series we see that the population settles into a cycle of
period two; the population oscillates between two values, one at x ≈
0.8 and one at x ≈ 0.5.
In one generation there are a lot of rabbits—around 80% of the
maximum.
The rabbits eat a lot of the food on the island, and so in the next
generation there is not quite enough food to go around.
The time series plot corresponding
to the graphical orbit of last graph.

As a result, there are then fewer rabbits—around 50% of the
maximum.

Subsequently, the grass recovers, there is plenty of food for the rabbits to eat, and in the next year there
are again roughly 80% of the maximum number of rabbits.
And so on.
6.4 A Note on the Importance of Stability
The period-two cycle in the last example is stable.
Nearby orbits are pulled toward these periodic points.
Note that this function also has a xed point around x = 0.7.
However, this xed point is not stable.
Rather than pulling nearby orbits toward it, the xed point pushes them away toward the periodic cycle.
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We thus would not expect to observe this xed point if we were studying a real system.

Because it is unstable, a tiny uctuation or perturbation will move the orbit off of the xed point and it
will get pulled in to the cycle of period 2.
There is a bit of subtlety to this that is worth mentioning brie y.
The xed point x around 0.7 is, of course, xed.
There is also an x-value — let us call it x−1 — that lands at the xed point after just one iteration.
Moreover, there are two points x−2 which go to x−1 after one iteration, and thus hit the xed point after
two iterations.
And there are four points that go to x−2 after one iteration, and thus hit the xed point after three
iterations.
Following this line of reasoning, one can see that there are, in fact, an in nite number of initial
conditions which will eventually land exactly on the xed point x.
Given this, does it still make sense to speak of the xed point as unstable?
Do all initial conditions eventually end up at x?
Well, just as there are an in nite number of initial conditions that lead to the xed point, there are also
an in nite number of initial conditions that lead to the period-2 cycle.
In fact, there are in nitely many more initial conditions that lead to the period-2 cycle than the xed
point.
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This can be true even though there are in nitely many points that lead to the xed point.

This seems counterintuitive, but I hope this can be made plausible by the following example.
Imagine there is a hail storm and hailstones are falling on a pointed roof.
A hailstone could fall on exactly on the pointed edge and remain there.
There are an in nite number of locations along the roof point that the hailstones could land.
However, it is vastly more likely that the hailstone will fall on one of the sides of the roof and then roll
down the side.
This is so much more likely that we never even consider the possibility that a hailstone would get stuck
on the pointed roof, even though there are an in nite number of locations along the roof point that this
could occur.
Similarly, there is such a small probability—vanishingly small—that an initial condition chosen at
random just happens to land on the xed point after iterating for a while, that we do not really need to
consider this possibility.
The hailstone example is not a perfect analogy for this situation, but it is close enough that I think it
gives a good sense of what is going on.
The more mathematical way of saying this is that the points that land exactly on the xed point are a set
of measure zero.
This basically means that such points do exist, and there may even be in nitely many of them, but that
they nevertheless occur so infrequently that the probability of observing them is zero.
Another way of saying this is that an initial condition almost surely will not land on a xed point.

fi

fi

fi

fi

fi

fi

This seems like an imprecise or wishy-washy statement, but in mathematics it has a precise meaning: it
means that something will occur with a probability of 1.

The main point of this discussion is to again highlight the importance of stability.
Stable, attracting orbits are usually all we are concerned about when studying the long-term behavior of
a dynamical system.
Stable behavior is what is seen in actual experiments, which always involve a little bit of noise or
random variation.
And stable behavior is almost always what one encounters when studying a dynamical system using a
computer or calculator, as we have done up to this point and will do so frequently in the notes ahead.
6.5 Other r Values
Thus far in our investigation of the logistic equation we have seen three behaviors.
With r = 0.8 there was an attracting xed point at zero; the population eventually dies off.
With r = 1.5, there was an attracting xed point at x = 1/3; the population approaches 1/3 and remains
there.
And with r = 3.2 we found a stable cycle of period two; essentially all orbits are pulled into this cycle of
alternating “over supply” and “under supply” of rabbits.
These three behaviors are just the tip of the iceberg.
We shall see that the logistic equation exhibits many phenomena beyond simple xed points and cycles
of period 2.
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fi
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We will explore these more fully in later.

7. Newton, Laplace, and Determinism(you read pages 60-70) Any questions ????
Thus far these notes have mainly been concerned with introducing iterated functions.
Iterated functions are one of the simplest types of dynamical systems, yet nevertheless show many of the
interesting and surprising features found in more complicated dynamical systems.
In the next part of the notes we will continue our study of iterated functions and will encounter these
more interesting dynamical features, including chaos and sensitive dependence on initial conditions,
known more colloquially as the butter y effect.
We will be in a better position to understand the signi cance of these phenomena if we pause for a
moment and think about the origins of some of the basic assumptions of science—assumptions that I will
suggest are still with us today.
My goal here is not to give a thorough historical account of the development of science.
Rather, I aim to highlight a few of the central, but sometimes unspoken, ideas or assumptions that
science makes about the world.
In subsequent notes we will consider the extent to which the study of chaos requires us to reconsider or
re ne these basic scienti c notions.
To do so, it is helpful to have an understanding of the character of Newtonian physics and classical
mechanics. We thus start by considering the work of Issac Newton.
7.1 Newton and Universal Mechanics
In 1687 Newton published Principia Mathematica.
The results there laid the groundwork for much of physics, if not science itself.
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There are two general results in the Principia that are especially important for the goals of this
discussion.

First, Newton laid out a theory of motion—what causes objects to move.
This theory is expressed in what are now known as Newton’s three laws of motion.
Of particular interest to us is Newton’s second law, which states that the motion of an object is
determined by the forces acting upon it:

The term on the left-hand side of this equation is the net force, the total force acting on the object.
The arrow on top of the F tells us that force is a vector, a quantity that has a direction in addition to a
size.
It is not a surprise that direction enters into this equation; if I give you a push, how you move as a result
depends on the direction as well as the strength of my push.
On the right-hand side, m is the object’s mass and a is the object’s acceleration, the rate of change of the
object’s velocity.
The acceleration is also a vector; as was the case with force, direction matters for acceleration.
Newton’s second law tells us why objects move the way they do—it is because of the forces that act on
them.
Motion is deterministic in the same sense that the iterated functions we have been studying are
deterministic.
Newton’s second law is a differential equation, a relationship between a quantity and its rates of change.
So it is a somewhat different mathematical entity than iterated functions.
But the determinism is the same

The equation lets us determine the future position of an object given its current position and a
speci cation of the forces acting on it.
Similarly, for our iterated functions we can specify the future values of the function—its itinerary—
given knowledge of its current value and the details of the function that is acting on it.
The second, and in many ways most revolutionary, feature of Newton’s Principia is that it put forth the
idea that the laws of physics are universal.
In other words, the same rules that can be used to determine the motion of objects in Cambridge,
England, can also be used in Oxford, Paris, or New York.
Moreover, the same rules or laws also apply to celestial bodies, such as the moon or the sun.
Prior to this time scientists believed that the motion of the moon and the planets would follow different
laws than earthly objects.
Speci cally, Newton put forth this universality when he formulated his law of gravity.
Newton showed that the effect of gravity on a falling apple on earth and the gravitational pull of the earth
on the moon, causing it to revolve around us, both can be explained or described with the same rule or
law.
This is now known as Newton’s universal law of gravitation.
The results in the Principia, Newton’s laws of motion and the law of universal gravitation, launched the
study of mechanics.
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These results, together with the invention of calculus—a body of mathematical theory and techniques for
understanding quantities that change continuously, such as the position of an object as it moves through
space—are still studied today in essentially unchanged form.

The mechanics and calculus now learned by physics and engineering students has the same basic
structure as it did in the 1700s.
This area of physics, known as classical mechanics, has been tremendously successful.
Classical mechanics does not hold in all physical situations.
For very small objects, classical mechanics has been replaced by quantum mechanics.
For very fast objects, those moving at a fraction of the speed of light, classical mechanics has been
replaced by the theory of special relativity.
And for very, very large objects, the size of a star or a galaxy, Newton’s law of gravity must be modi ed
by general relativity.
Yet for describing the motion of objects of everyday experience, Newtonian mechanics endures.
7.2 The Enlightenment and Optimism
In addition to launching the eld of physics known as classical mechanics, Newton’s Principia also in
many ways was a crowning achievement of the scienti c revolution—the emergence of science and the
scienti c method in the 1500s and 1600s.
During this time the geocentric view of the world was replaced with the heliocentric, and careful
observation and mathematical analysis became an important part of science.
More generally, the scienti c method emerged and solidi ed, wherein knowledge is objectively
generated via repeated observation or experiment, building on previous results, and expressed within a
logical or mathematical framework.
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Newton’s Principia tied together the previous work of Copernicus, Kepler, Galileo, and others, into a
uni ed and powerful theory.

The scienti c revolution was followed by the Enlightenment, an era spanning the 1700s, characterized
by advances in science, a belief in reason and logic over authority and doctrine, and expanding
democracy and individual rights.
During this time, in uenced by the ideas put forth by Newton, a scienti c view of the world solidi ed.
The universe according to Newton is one determined by laws or rules.
Objects move because of the forces that act on them, and we can use Newton’s second law to deduce the
future positions of objects.
In a Newtonian framework the universe is mechanistic, material, and mathematical.
The world is mechanistic because Newton’s laws explain motion; a change in motion is caused by a
force.
In this point of view one pictures, only somewhat metaphorically, objects as being controlled by gears or
levers; objects interact, collide, and exert forces on each other, but always obeying the same laws.
There is no need for divine intervention, nor is there any need for chance—just let the universe go, and it
will do its thing and evolve forward in time according to universal physical laws.
The Newtonian universe is material in the sense that the world was viewed as being made up of stuff—
tangible, real objects.
It was argued that even forces like gravity that appear to act across empty stretches of space are
conveyed by tiny particles, or corpuscles.
Moreover, since the universe is material, its behavior can be predicted or understood.
Things are they way they are for a reason or a cause.
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The Newtonian world is mathematical, in that it was viewed that the regularities or laws that describe or
govern the world are mathematical in nature.

As Galileo puts it, “Philosophy is written in this grand book of the universe, which stands continually
open to our gaze. But the book cannot be understood unless one rst learns to comprehend the language
and to read the alphabet in which it is composed. It is written in the language of mathematics... ”.
This view is certainly still dominant in the physical sciences, and is increasingly in uential in the
biological sciences as well.
Not all situations will be amenable to laws as simple as Newton’s law of gravity.
And the laws may not be exact; even Newton’s law of gravity applied to objects on earth has tiny
inaccuracies that are corrected for by Einstein’s general theory of relativity.
But the point is that there are laws; there is a fundamental orderliness to things.
The prevailing view during the Enlightenment—and perhaps today as well— is that it is the job of
science to gure out these laws.
Even if we do not currently understand it, the world is understandable.
Phenomena occur for a reason, and there are laws of nature that have the potential to be expressed in the
language of mathematics.
The Newtonian world held the promise that things could be understood.
7.3 Causality and Laplace’s Demon
The Newtonian universe is one of cause and effect.
Objects move for a reason, according to universal laws.
Such a world is said to be deterministic; the present state is determined by the past state.
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And if we know the current position of an object, and if we know the laws of physics—the forces that
the object is subject to—then we can determine the future position of the object.

Physics is thus predictive; it allows one to make de nite statements about events that have not yet
happened.
This is the promise of physics in the Enlightenment.
If we measure accurately enough, and understand the laws and forces of nature, then the future becomes
predictable.
However, extrapolating these ideas one quickly arrives at bit of a puzzle.
If someone knew the initial position of all the objects in the universe and the forces and rules that apply
to these objects, then this person could predict the entire future.
This idea is succinctly put forth in a famous passage from Pierre-Simon Laplace, a French
mathematician in the late 1700s and early 1800s. He writes:
We may regard the present state of the universe as the effect of its past and the
cause of its future. An intellect which at a certain moment would know all forces
that set nature in motion, and all positions of all items of which nature is composed, if this intellect were also vast enough to submit these data to analysis, it
would embrace in a single formula the movements of the greatest bodies of the
universe and those of the tiniest atom; for such an intellect nothing would be
uncertain and the future just like the past would be present before its eyes.
Such an intellect is now often referred to as Laplace’s demon, although Laplace himself did not use the
term.
One of the issues raised by Laplace is that of free will.
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If the universe really is deterministic, if the world is fundamentally material and the objects of the world
obey xed, deterministic laws, then in a sense the future has already been written—it is an inevitable
consequence of the way things are today.

Nevertheless, we perceive that we as individuals are capable of making real choices—should I take a
break from writing these notes and eat a cookie, or should I continue on?
But perhaps this choice is an illusion.
Depending on one’s disposition, such matters can be fun to think about, or can be a journey down an
abyss of doubt and despair.
However, questions of free will are not the main reason I bring up Laplace’s idea of determinism.
Instead, what is interesting and important about the Laplace passage above is that it spells out quite
compactly one of the aspirations of science: to become as close as possible to the intellect of Laplace’s
demon.
Doing so requires three things.
First, one needs exact measurements of the current state of affairs.
Second, one needs to know the laws or rules that the world obeys.
And third, one needs suf cient computational power so as to be able to calculate the future behavior.
Of course, the above is not exactly possible.
Certainly the rst and third items can never be fully achieved; there will always be some uncertainty in
our measurements, and even modern, fast computers are limited in what they can calculate.
Nevertheless, I think that many scientists— and non-scientists, for that matter—believe in a modi ed
version of the vision of determinism articulated by Laplace.
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Namely, measurement, knowledge of the laws of nature, and computation enable one to make good
predictions about the future.

These predictions are not exact, but they can be made better with more careful measurement, more
thorough explication of the laws of nature, and with more computational effort.
7.4 Science Today
The optimism of the Enlightenment can seem quaint and even naive.
Today we tend to have a more tempered view of the power of reason and science to explain the world.
Some scienti c problems— nding a cure for AIDS, predicting the path of a hurricane, or even
forecasting next week’s weather—still seem out of reach.
And the great scienti c advances of the twentieth century did not prevent the carnage of that century’s
genocides and wars.
Here in the twenty- rst century, despite overwhelming scienti c evidence of human-caused climate
change, there is little action to prevent climate change from occurring.
Today attitudes toward science vary widely.
For that matter, the nature of science varies widely, too.
Genetics, astronomy, particle physics, geology, and ornithology are all generally viewed as science, but
the nature of the work done by scientists in these elds is very diverse.
Nevertheless, I believe that the basic scienti c impulse described in the previous section is still with
most scientists and non-scientists.
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If we just knew a little more, or could measure things more accurately and had more data, or if our
computers were more powerful, then our ability to predict and understand and explain would be greater.

For example, weather forecasts of more than a few days are notoriously unreliable.
At issue is not our understanding of physics, for there is little doubt that we know the fundamental
physical laws that describe energy and air and moisture in the atmosphere.
So presumably what is needed are better measurements of the current atmospheric conditions, and faster
computers.
With these advances, the thinking goes, it should be possible to get closer to Laplace’s demon and
improve our weather predictions.
We shall see that the phenomenon of chaos does not undermine this basic premise, but it does suggest
severe limitations on our practical ability to make accurate long-term weather predictions.
An additional aspect of our Newtonian legacy is a belief that basic laws of nature are likely to be
mathematical and simple.
Newton’s laws of motion, together with the universal law of gravitation, describe in a concise and
powerful way a breathtaking array of phenomena.
The laws of electricity and magnetism, developed in the 1800s, are similarly concise.
Just four equations—Maxwell’s equations—together with one additional rule known as the Lorentz force
law—accurately describe all electromagnetic phenomena at scales larger than that of a few molecules.
Of course, just because the fundamental laws of nature are simple does not mean that the world is simple
or predictable.
Indeed, complexity and randomness appear to be all around us.
We might ask, then, how this complexity and randomness arise.
One assumption is that complicated behavior arises when a system is large or complicated.

For example, the turbulent ow of water results from the fact that there are a vast number of molecules
in water, each of which is more or less free to move independently.
In this view, complexity and randomness arise from the fact that there are an enormous number of
constituents in water.
It is a complicated system, and so one might expect complicated behavior.
Conversely, a simple system is likely to have simple behavior.
Indeed, we have seen this in previous chapters; simple iterated functions have simple behavior.
Almost all the orbits encountered so far have either tended toward a xed point, or own off to in nity.
7.5 A Look Ahead
What does chaos have to say about the Newtonian world?
How could randomness arise in a deterministic universe?
Does chaos oblige us to revise our mechanistic and deterministic view?
Is Newton wrong? Hardly.
We will explore these questions, and more, in the next part of these notes where we will encounter the
phenomenon of chaos.
We will see that simple, deterministic systems hold some interesting surprises.
Simple deterministic dynamical systems can produce behavior that is apparently random.
Such dynamical systems can also produce remarkably complex and interesting patterns.
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Simple iterated systems of the sort we have been studying are not doomed to repetitiveness or bland
predictability, but rather can produce surprise and continual novelty.

Part II Chaos
8. Chaos and the Logistic Equation
Earlier I introduced the logistic equation:
where x represents a population, expressed as a fraction of the maximum possible population.
Hence, x is always between 0 and 1.
The variable r is a parameter. Any actual system has one value of r.
Thus far we have analyzed orbits for a few different values of r.
Now we will look at this issue more systematically and in much more detail.
What happens as we change r, and how can we summarize and visualize these changes?
8.1 Periodic Behavior
We begin by considering a handful of different r values.
For each, I will plot the function and show graphically the orbit of a typical initial condition.
I will also illustrate the long-term behavior of the orbit with a type of diagram that is similar to a phase
line.
I will start with r = 0.5. The next gure shows the orbit of x0 = 0.9 for the logistic equation with r = 0.5.
The population decreases quickly and approaches zero.
There is an attracting xed point at x = 0.
Hence, all initial conditions will approach 0.
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If we wait a long time, eventually the population will be at 0.

Strictly speaking it will always be a little bit above zero, but this difference will quickly become
imperceptible.

A graph of the logistic equation, f(x) = rx(1 − x), for r = 0.5. Also shown are the graphical iterates of the initial condition x0
= 0.9. The corresponding time series plot is shown in the gure to the right, and the nal-state diagram is also shown.

In the “ nal-state” diagram I have drawn the possible values for x as a line segment; recall that x is
always between 0 and 1.
I have then drawn a dot at x = 0 to indicate that this is the nal state of the system.
This is similar to a phase line, however, on this sort of diagram we do not draw any arrows.
All we do is indicate the nal state or states of the orbit.
Such a diagram is a succinct summary of the fate of the orbits for a particular r value.
These nal-state diagrams will be the key to developing a diagram that will let us see, all at once, all the
different behaviors of the logistic equation.
This will be a topic covered later.
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For now, though, let us continue with our exploration of the logistic equation, one r value at a time.

For our next r value, we try r = 2.0. The results are shown in the next three gures.
We can see that the orbit grows fairly quickly and approaches a xed point at x = 0.5.
We indicate this with a single dot at x = 0.5 on the nal-state diagram.

Next, we try r = 3.2. The results are shown in the next three gures.

This time, rather than approaching a single value—i.e., an attracting xed point—the orbit approaches a
cycle of period 2.
fi
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This can most clearly be seen in the time series plot.

On the graphical iteration plot above, the period-2 behavior manifests itself as the square pattern in the
dashed line of the graphical orbit.
The population oscillates between x ≈ 0.52 and x ≈ 0.8.
This is indicated on the nal-state diagram above as two dots, one at x ≈ 0.52 and one at x ≈ 0.8.
Now for something new: let us try r = 3.5.
The results of iterating the logistic equation with this r value are shown the three plots below.
Looking carefully at the time series plot, we can see that the behavior is periodic, but this time the period
is 4; it takes four iterations for the population to cycle back.
In the long run the orbit values are approximately 0.50, 0.87, 0.38, 0.83, repeating every four iterates.
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Accordingly, the nal-state diagram now has four dots, indicating that in the long run the system will
oscillate among four values.

Continuing our survey of the behavior of the logistic equation for different r values, we next consider
r = 3.56.
The results for this r value are shown the gures below.
The long-term behavior of the orbit is now periodic with period 8.
It is a little bit hard to see the period-8 behavior.
It looks a lot like period 4.
But if you look carefully at the time series plot, you will see that it actually takes 8 cycles for the orbit
to repeat itself.
Finally, we represent this period-8 behavior with 8 dots.

For our nal example of this section we consider r = 3.84.
The results for this parameter value are shown in gures below.
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Here, the orbit eventually becomes periodic with a period of 3.

It takes a fairly long time for the period-3 behavior to become evident.
In the time series plot, the period-3 behavior is not seen until t = 22.
From this point on, however, the period-3 behavior is fairly clear.
The orbit cycles from 0.15 to 0.49 to 0.96, repeating every three time steps.
Summarizing, we have seen that the logistic equation is capable of a number of different periodic
behaviors.
Depending on the r value, we have found periodicities of 1, 2, 3, 4, and 8. (Note that period 1 is the same
as a xed point.)
This simple equation, f(x) = rx(1 − x), can do quite a bit.
What else is the logistic equation capable of?
How are the r values related to the periodicities?

fi

Is there any order to the sequence in which the periodicities occur?

We will return to these questions later, where we will address them using a clever graphical construction
that serves as a catalog of all the possible phenomena associated with iterating the logistic equation.
As part of this, we will make use of the nal-state diagrams we have introduced.
For the rest of this discussion we will investigate a new, non-periodic sort of behavior.
To do so, we examine the orbits of the logistic equation for r = 3.99.
8.2 Aperiodic Behavior
In the gure below left I have shown the effects of graphically iterating the logistic equation with r =
3.99 for the initial condition x0 = 0.1(I have not put any arrows on the graphical iterates, as there is not
space on the diagram).
The main point to observe is that there does not seem to be a periodic attractor—or if there is, it is taking
the orbit a very long time to get pulled into it.
A more helpful view is the corresponding time series plot, shown in the gure below right, in which it
appears as if the orbit is not periodic.
This is in contrast to the other r values we looked at, where we were able to discern periodic behavior.
What is going on in the time-series plot?
Perhaps the orbit really is periodic, but
it takes a while for the periodic behavior
to set in.

fi

fi

fi

This does seem plausible.

So to see if the orbit shown for r = 3.99 might be periodic I have again iterated the seed x0 = 0.1.
However, this time I have calculated 10, 000 iterates.
All of these numbers will not conveniently t on a graph, so in the gure below I have plotted only the
last 51.
The result is somewhat surprising.
The orbit still does not appear periodic, even after 10,000 iterates.
Perhaps it is the case that it is periodic, but that the period is very
long.
I have been plotting only fty points at a time.
Maybe the period is longer than fty, in which case we would
never be able to see the periodicity on such a short time series plot.
So in the next gure I have plotted the time series
from generation 10, 000 to generation 11, 000—a
total of 1001 generations.

fi

fi

fi

fi

It is somewhat hard to see, but the orbit in in this
gure still does not appear to be periodic; it does
not seem to repeat or possess any regular pattern.

fi

fi

For example, earlier we saw that the behavior was periodic, but it took around twenty iterates for the
orbit to reach the period-3 behavior.

In fact, it turns out that the orbit of x0 = 0.1 for r = 3.99 never repeats.
We could keep iterating forever—literally—and we would never encounter exactly the same number in
the itinerary.
Such behavior is said to be aperiodic.
But how can I possibly claim that this is the case?
How do I know that the orbit does not repeat after some super large number of iterates?
There are a number of ways to respond to these legitimate questions and doubts.
First, we could ask our computer program to check if the itinerary ever repeats.
For example, we could iterate the equation for 1 million timesteps. After all these iterations, the
computer could record the current x value, x1,000,000.
We could then keep iterating, and at every step check and see if the current x value ever returns to
x1,000,000.
If we did this experiment on a computer, we would indeed nd that the orbit never repeats.
But actually this is not quite true.
Computers can only keep track of a nite number of digits.
So decimals that go on forever—and most numbers between zero and one are decimals that go on
forever—are rounded off or truncated in a computer’s memory.
This means that for a computer there are not an in nite number of numbers between zero and one.

fi

fi

fi

So eventually the numbers have to repeat, because the computer will run out of new numbers.

Thus, the computer experiment I mentioned in the previous paragraph will not actually work as I
claimed.
Moreover, even if the computer could store an in nite number of numbers, it could not keep iterating
literally forever.
In general, computers cannot provide air-tight evidence or formal proofs of statements involving
in nities.
But computers can provide very strong evidence in such realms, as is the case here.
For the particular case of the logistic equation with r = 3.99, there exist rigorous proofs that the orbit
really does never repeat.
I am using the word “rigorous” in the sense that mathematicians use it: a proof or demonstration is
rigorous if it relies on clear, standard mathematical logic, and does not depend on circumstantial
evidence such as that which might be provided by a computer.
The proof of the aperiodicity of the logistic equation with r = 3.99 is beyond the scope of these notes; it
involves some mathematical techniques that are likely unfamiliar to most of you.
Nevertheless, I hope you will take my word for the fact that the aperiodicity of the logistic equation at
r = 3.99 has been rigorously established; this statement has been proved without the use of computers.
Finally, there is the matter of representing this chaotic behavior in a nal-state diagram, as we have done
for the periodic behaviors encountered previously.
But this poses a bit of a conundrum; what do we mean by “ nal states” for a system that repeats forever?

fi

fi

fi

fi

In practical terms, one way to think about this is as follows.

Imagine constructing the nal-state diagram via the following procedure.
Start with an initial condition, and iterate the system for a long time—perhaps one thousand time steps.
Then iterate for, say, 200 more time steps.
The time series plot will bounce up and down, never settling into a periodic process.
So we just record on our nal-state diagram these 200 points.
They will most likely entirely ll up the line segment from 0 to 1.
This is illustrated in the gure right.
8.3 Chaos De ned
The orbits of the logistic equation with r = 3.99 are said to be chaotic.
A dynamical system is chaotic if it possesses all of the following properties:
(1) The dynamical rule is deterministic.
(2) The orbits are aperiodic.
(3) The orbits are bounded.
(4) The dynamical system has sensitive dependence on initial conditions.
Let us consider each of these in turn.
First, by dynamical rule I mean the rule that determines the orbit of the dynamical system.
In this case, the rule is just the function that we iterate.
fi

fi

fi

fi

fi

A deterministic function is one in which the input determines the output.

That is, if you give the function the same input numerous times, the function will always return the same
value.
The logistic equation, as well as all the other functions we have been working with, is deterministic, as
discussed earlier.
Second, an orbit is aperiodic if it never repeats.
The itinerary never retraces its steps; we keep seeing new numbers.
This was the case for the logistic equation with r = 3.99.
The orbit bounces around forever between zero and 1, and yet it never repeats.
This leads us to the third condition: the orbits must be bounded.
This means that the iterates do not y off to in nity; they stay between an upper limit and a lower limit.
For the r = 3.99 logistic equation, these limits are 1 and 0.
In contrast, consider for a moment the doubling function, f(x) = 2x.
Orbits for this equation are not bounded.
For example, the orbit of 2 is 2 →4→8→16→32···.
This orbit tends toward in nity.
This orbit is aperiodic; it clearly will never repeat.
But this sort of non-repeating is not very interesting.
If an orbit ies off to in nity it is not at all surprising that it does not repeat.

fi

fl

fi

fi

fl

In any event, for an orbit to be chaotic it must be bounded.

This “ ne print” serves to exclude unbounded orbits like those of f(x) = 2x from being considered
chaotic.
The fourth, and nal, criterion is that the dynamical system display sensitive dependence on initial
conditions (SDIC).
This is a phenomenon that we have not yet encountered and which will be the topic of the next
discussion.
In brief, though, a system that has SDIC has the property that a very small change in the initial condition
will lead to a very large change in the orbit in a relatively short time.
Sensitive dependence on initial conditions is more colloquially known as the butter y effect.
8.4 Implications of Aperiodic Behavior
Let us pause our discussion for a moment and think about what aperiodicity might mean.
When we iterate a function we are doing the same thing over and over again.
So it is reasonable to expect that the results of repeating this action—i.e., the orbit of the seed—will
themselves repeat.
However, for the logistic equation this turns out to not be the case.
We can keep doing the same thing forever and never see the same thing twice.
Speaking only somewhat metaphorically, the repetitive sameness of iteration almost paradoxically gives
rise to continuous novelty and surprise.

fl

fi

fi

Suppose that instead of iterating a function, you observed something like the earlier graphs as the result
of an experiment.

Perhaps you obtained these measurements by counting rabbits on an island or keeping track of daily
stock prices.
If you saw such data you might presume that the underlying process governing the phenomena was very
complicated.
Or, you might assume that there was not any rule governing the situation at all, positing instead that the
rabbits or stock returns are a random process—their future behavior is a matter of chance.
The people or rabbits are behaving randomly, guratively tossing coins to determine their next steps, and
so the next value in the time series is not determined by the previous value, but instead is determined, at
least in part, by chance.
Or it could be that the system is being strongly affected by outside noise, such as the weather or other
unpredictable external events.

fi

But the study of chaos shows us that a non-repeating and apparently random phenomenon need not be
governed by complicated equations, nor is it the case that the system is must be driven by external noise
or randomness.

Rather, apparent randomness and unpredictability can be generated by a simple, deterministic rule such
as the logistic equation.
Note that the phenomenon of aperiodicity and the apparent randomness of the time series do not violate
the basic idea of Newtonian determinism, discussed earlier.
The behavior of the orbit in the logistic equation with r = 3.99 is most certainly governed by a
deterministic rule.
What is a surprise, however, is that a simple deterministic rule of this sort can produce such complicated
behavior.
For a system to be chaotic in the mathematical sense, it must have sensitive dependence on initial
conditions (SDIC), the fourth criterion in the list earlier.
In the subsequent discussion, we will explore SDIC in detail.
We will see some visual examples, and will also de ne SDIC more carefully.

fi

Then, later we will return to our survey of the logistic equation.

9. The Butter y Effect - Sensitive Dependence on Initial Conditions
Now I discuss in more detail the phenomenon of sensitive dependence on initial conditions (SDIC), the
fourth criterion listed in the de nition of chaos earlier.
The main idea of SDIC is that small changes in the initial condition can make a large difference in the
orbit’s behavior.
Now we explore the idea of SDIC with considerably more detail and precision.
9.1 Stable Periodic Behavior
I will begin with an example of a function that does not have
SDIC.
Let us return to the logistic equation, f(x) = rx(1−x) with r =
3.2.
We have seen previously that the orbits are periodic for this r
value.
And I have argued that this behavior is attracting; different orbits get pulled closer to the period-2 orbit.
This is illustrated in the gure right, which shows the time series plots for two different initial
conditions, 0.15 and 0.5.
I will denote these two initial conditions as x0 and y0, and subsequent points in the time series as xt
and yt.

fi

fi

fl

This is fairly standard notation, but could be potentially confusing.

The symbol y0 does not denote a coordinate position on the x-y plane.
Rather, it simply denotes a different initial condition.
In any event, in the gure, we see that the two different orbits are pulled together, and that both are
approaching the period-2 attractor.
The next gure right provides a new way to see that orbits
are getting pulled toward the attractor.
This gure plots the difference between the two time series:
xt − yt.
When the two orbits are far apart, this quantity is large.
And when the orbits are close, xt − yt is close to zero.
So, in the gure we see that xt − yt gets closer to zero as time
goes on.

The difference between the two
time series plotted earlier.

The quantity xt − yt can be positive or negative, depending on which of the two orbits is larger.
However, the difference between the two orbits approaches zero.
This is an indication that the orbits are getting closer together, as we saw in the rst gure.
9.2 Sensitive Dependence on Initial Conditions
Let us repeat this experiment for r = 3.99, where we have seen that the behavior of the orbits is aperiodic.
If we start with two nearby initial conditions, will their orbits get drawn closer together?

fi

fi

fi

fi

fi

fi

fi

In the gure below right I have plotted the time series for the two initial conditions x0 = 0.4 and
y0 = 0.41.

The orbit of y0 = 0.41 is shown as triangles connected
with a dashed line.
In the gure we see that the two orbits start close
together but depart noticeably by t = 5.
This can also be seen in the second gure right which
plots the difference between the two orbits shown in rst
gure.
The difference between the two plots is close to zero for
the rst four or ve time steps.
But by time t = 7, the difference is larger than 0.5.
So the behavior of the two orbits for r = 3.99 is the opposite of what we saw for r = 3.2.
For r = 3.2 (earlier gures) orbits are pulled toward an attractor of period 2, whereas for r = 3.99 (last
two gures) orbits are pushed apart, and the long-term behavior is aperiodic.
The fact that nearby initial conditions soon end up far apart has some signi cant implications.

fi

fi

fi

fi

fi

fi

fi

Suppose that we are interested in actually using the logistic equation to predict the value of a rabbit
population on an island in the years to come.
fi

fi

The orbit for the seed x0 = 0.4 is shown with square
points connected with a solid line.

You go to the island, count the rabbits, and determine that the population is 0.41.
However, the actual rabbit population is 0.4.
Perhaps you accidentally counted a few rabbits twice—rabbits do tend to hop about, and a lot of them
look alike.
In any event, your measurement error is 2.5%; the value you measure differs from the true value by
2.5%.
This error seems fairly small.
However, the last gure shows us this error can make a big difference quite quickly.
This gure shows a plot of the difference between the actual population, given by the orbit of 0.4, and
our predictions using the logistic equation—i.e., the iterates of the seed 0.41.
Thus, the gure can be interpreted as a plot of our prediction error: the difference between reality and our
model.
It would appear that our ability to accurately predict the population is rather limited.
After just seven generations our prediction is off by around 0.5, 50% of the maximum number of rabbits.
Being able to predict only seven generations into the future is perhaps a little disappointing.
This disappointment is all the more pronounced when we note that in this admittedly arti cial example,
we assume that we know exactly the dynamics of the situation.

fi

fi

fi

fi

That is, in this scenario our model of the population dynamics, f (x) = 4x(1 − x), is exactly the rule that
governs the real population.

There also may be external in uences not accounted for in the model that will introduce further errors.
Here, however, we see prediction errors that are due entirely to our initial measurement errors.
It is striking that our ability to predict into the future is so limited, without even taking into account
complications such as noise or external in uences.
Given that measurement inaccuracy is the root of our trouble, we could return to the island and count the
rabbits again, this time taking extra care to count every rabbit once and only once.
Let us imagine that we do an excellent job of counting, but that we are not quite perfect.
We measure 0.400001 while the exact value is still 0.4.
This is a tiny error— just 0.00025%. We anticipate that this will improve our predictions.
But by how much?
In the gure right I have plotted the time series for the initial
conditions 0.4 and 0.400001.
As in the earlier gure, the orbit of the seed x0 = 0.4 is shown with
square points connected with a solid line.
The orbit of y0 = 0.4000001 is shown as triangles connected with a
dashed line.
The two orbits are almost exactly on top of each other for around
fteen generations; the squares hide the orbit plotted with triangles.

fl

fl

fi

However, after t = 18 the two orbits depart, and the behaviors are quite
different.
fi

fi

In a more realistic setting, our rule for the population dynamics likely would only be approximate.

This can be seen more clearly in the gure right, which
shows the difference between the orbits.
Recall that we can interpret this difference as our
prediction error.
Thus, the gure right tells us that our predictions will
now be reasonably accurate for around eighteen
generations.
At rst, it might seem like this has been a success.
By increasing our measurement accuracy we extended our predictions from six years to eighteen.
We have improved our forecasting range by three times.
However, in order to do so we had to improve our measurement accuracy by 10,000 times.
If we roughly equate measurement accuracy with how hard we would need to work to make the
measurement, then what this tells us is that we have increased our work by 10,000 times but only
increased our prediction range by three times.
Viewed in this light, this is rather disappointing.
An analogy may drive this home: imagine working 10, 000 times harder at a job but only earning three
times as much money.
Moreover, it is almost impossible to measure anything to the accuracy of 0.00025%, at least using
readily available measuring tools.

fi

fi

fi

fi

Even with specialized equipment, it is dif cult to perform measurements to this degree of accuracy.

Doing so would entail, for example, measuring the width of a typical human to within around 0.00004 or
4 × 10−5 meters.
This is roughly the size of a large bacterium.
Even if we could somehow perform such an accurate measurement, it does not even seem meaningful to
speak of width as being speci ed this exactly.
We shrink and expand a little over the course of a day, and a single strand of hair has a thickness of
around 0.0001 meters.
The basic lesson is that systems that have SDIC are impossible to accurately predict for anything other
than the short-term.
Increasing the accuracy with which we the measure the initial condition helps, but eventually the small
inevitable small inaccuracies in our initial measurement will cause our prediction to be way off.
Thus, systems that are chaotic are, as a practical matter, unpredictable for anything beyond a very short
time horizon.
Note that this unpredictability occurs despite the fact that the equation governing the orbit is completely
deterministic.
For this reason, chaotic systems are a deterministic source of randomness.
The phenomenon of sensitive dependence on initial conditions is more colloquially know as the
butter y effect.
The idea is that the weather is a chaotic system, and hence a small disturbance, such as the apping of a
butter y’s wings, could lead to large changes in the path of the orbit.
fl

fi

fl

fl

In the context of the weather, this changed orbit could make a difference in the path of a tornado.

In everyday life we are perhaps used to the notion that there are some circumstances in which small
perturbations in a system can lead to large changes in its behavior.
But this is not necessarily sensitive dependence on initial conditions in the sense it is used by
mathematicians and physicists studying chaos.
For a system to have SDIC, essentially every initial condition must have the property that a small
perturbation leads to a large change in the long-term behavior.
In a sense, it is as if every iterate is like a marble perched unstably on the top of an upturned bowl.
At every step, a small change in the orbit will lead to large changes further down the line.
9.3 SDIC De ned
Previously I discussed SDIC at some length and illustrated this phenomenon with a variety of plots.
However, this has largely been a qualitative discussion.
Now my goal is to de ne the notion of sensitive dependence on initial conditions more precisely and
quantitatively.
I will begin by stating a standard mathematical de nition for SDIC; subsequently I will interpret the
statement in a more intuitive way.
Let f be a function, and let x0 and y0 be two possible initial conditions for f.
Then f has sensitive dependence on initial conditions if there is some number δ such that for any x0 there
is a y0 that is not more that ε away from x0, where the initial condition y0 has the property that there is
some integer n such that, after n iterates, the orbit of y0 is more than δ away from the orbit of x0.

fi

fi

fi

That is, |xn − yn| > δ.

That is quite an abstract statement.
It will become clearer with a concrete example.
The basic idea is this.
Suppose you choose some error threshold δ.
For the sake of concreteness, let us use δ = 0.6.
Then you choose some initial condition, perhaps x0 = 0.4.
Lastly, you choose an initial error ε—let us imagine you choose ε = 0.05.
Then, you challenge me to do the following: nd some point that is no further than ε away from x0 such
that its orbit eventually gets δ away from the orbit of x0.
In this example, my challenge would be to nd an initial condition y0 between 0.35 and 0.45 such that its
orbit eventually gets 0.6 away from the orbit of x0 = 0.4.
For a parameter value for the logistic equation, such as r = 3.99,
it is not dif cult to nd an initial condition y0 that meets the
criteria.
A little bit of experimenting determines that y0 = 0.44 does the
trick.
This is illustrated in the table at right, where I list the orbit for
0.4 and 0.44, and also the distance between these two orbits.

fi

fi

fi

fi

fi

One sees that by the fth iterate the distance between them is
larger than 0.6.

The de nition for SDIC says that, if a function has SDIC then I will always be able to meet a challenge
of this sort.
Whatever you choose for x0, δ, and ε, I will be able to nd an initial condition y0 that is not farther than ε
away from the initial condition x0, yet nevertheless ends up more than δ away from its orbit of x0.
For a system to be chaotic, it has to mix up and scramble orbits so much that nearby any initial condition
there are other initial conditions that gets far away from it.
Here is another way to see how a chaotic system pulls nearby
orbits apart.
In the gure right I have plotted 1000 different orbits for the
logistic equation with r = 3.99.
All the initial conditions are initially in a very small interval;
they are between 0.395 and 0.405.
Upon iterating, the small interval grows.
Due to sensitive dependence on initial conditions, the orbits
spread out.
This continues, and quite soon the orbits, initially con ned to
a small region 0.01 wide, now can be found all along the full
interval.
On the gure I have also plotted the time series for the orbit
that started exactly at 0.40.
One can see that the orbits get mixed up very quickly.
fi

fi

fi

fi

fi

fi

fi

The nearby orbits do not stay nearby for long.

One thousand different orbits for the
logistic equation with r = 4.0. The 1000
different initial conditions are uniformly
spaced from 0.395 to 0.405. I have also
included the time series plot for the orbit
that starts exactly at 0.400. The orbits are
initially bunched together but they very
quickly spread apart. By the eighth orbit,
the initial conditions, which were
originally con ned to an interval just 0.01
wide, have expanded to ll the entire
interval.

In contrast, let us look at what happens for a non-chaotic
system.
In the gure right I have again plotted 1000 orbits, this time
for the parameter value r = 3.2, for which the logistic
equation has an attracting cycle of period 2; all orbits
oscillate between roughly 0.80 and 0.51.
Initially, the orbits are spread out along the entire interval.
But fairly quickly they get pulled toward the attractor, and
by the fortieth iterate all orbits are essentially on the
period-2 cycle.

One thousand different orbits for the logistic
equation with r = 3.2. The 1000 different initial
conditions are uniformly spaced from 0 to 1, and
subsequently are pulled toward the period-2
attractor. By the fortieth iterate, all orbits are on
one of the two period-2 points. I have included
the time series plot of just one orbit for t > 38 to
illustrate the period-2 nature of the long-term
behavior

This dynamical system does not show sensitive
dependence on initial conditions.
Orbits are pulled closer together, rather than further apart.

Sensitive dependence on initial conditions is usually not dif cult to observe with a computer; one just
tries iterating nearby orbits and looks to see if they get pushed apart or pulled together.
Rigorously proving that a dynamical system has SDIC, however, can be quite dif cult.
It has been proven that the logistic equation with r = 3.99 has SDIC, but this has not been proven for
other chaotic r values.

fi

fi

fi

The proof of SDIC for r = 3.99 is a fairly standard topic in more advanced dynamical systems courses,
but is beyond the scope of these notes.

If a dynamical system has SDIC, we know that two orbits will eventually get far apart.
However, we do not know how fast they diverge.
How long do we have to wait for the two orbits to get far apart?
Five iterations? Ten? One hundred?
In the de nition of SDIC, there is nothing speci ed about how large n has to be before |xn −yn| is larger
than our threshold δ.
A dynamical system either has SDIC or it does not; it is a binary distinction.
Now I discuss a way of measuring how fast nearby orbits are pulled apart.
This will provide us with a measure of the degree to which a system has sensitive dependence on initial
conditions.
Let x0 and y0 denote two initial conditions that start off close together. So |x0 − y0| is small.
We are interested in the absolute value, because we do not care whether x0 is larger than y0 or vice versa.
All we are interested in is how far apart they are.
Let us call this initial separation D0:
The separation after t iterations we will call D(t):

fi

If a system has SDIC, we expect that D(t) will increase, since the orbits get pushed apart, as in earlier
gure.
fi

fi

10.4 Lyapunov Exponents

But how fast are they pushed apart?
To answer this question we would like to know how |xt − yt| changes with t, the number of iterations.
It turns out that for many systems the behavior of |xn − yn| can be well described by an exponential
function of the following form:
for small t.
D(t) is the difference between the two orbits, as de ned earlier, and λ is a quantity known as the
Lyapunov exponent.
If λ is greater than zero, then the quantity 2λt gets larger as t gets larger, and hence the two orbits are
being pushed apart.
However, if λ is less than zero, then 2λt gets smaller as t gets larger.
So if λ > 0, orbits are pushed apart, and the function has sensitive dependence on initial conditions.
The larger the Lyapunov exponent λ, the faster the orbits are pulled apart, and the greater the sensitivity
on initial conditions.
The last equation holds only for small t.
The reason for this is that the distance between the two orbits cannot grow forever, since the orbits are
bounded.
Also, note that the relationship in the equation is approximate.

fi

On average, orbits get pushed apart according that rule, but for any single orbit it is just an
approximation.

As a concrete example, suppose λ = 1.
Then the rule becomes becomes
In other words, the distance between the two orbits approximately doubles every time step.
We would then expect nearby orbits to be pushed apart quite rapidly.
In just eight time steps the initial distance between the two orbits would increase by roughly a factor of
256, since 28 = 256.
The logistic equation with r = 3.99 has a Lyapunov exponent
of λ = 1.
Thus, we expect D(t) to be well described by the last
equation.
This is plotted as the dashed line in the gure.
We see that this function is indeed a reasonable
approximation to D(t), as claimed.
The entire phenomenon is illustrated in the gure right.
Here I have plotted the distance between two different orbits for the logistic equation with r = 3.99.
The initial conditions I used are x0 = 0.3 and y0 = 0.300001.
So the initial D is small: 0.000001.

fi

fi

As expected, the distance D(t) grows.

To summarize, the Lyapunov exponent captures the average rate at which the distances between two
nearby orbits changes.
If the Lyapunov exponent λ is positive, on average the orbits are pushed apart, and the system has SDIC.
The larger λ is, the faster the orbits are pushed apart, and the more unpredictable the orbits are.
The Lyapunov exponent is a standard and broadly applicable way of detecting and quantifying sensitive
dependence in initial conditions.
Lyapunov exponents are used for many different types of dynamical systems—not just the discrete
dynamical systems that we have been discussing.
11. The Bifurcation Diagram
Now we return to our study of the logistic equation,
Earlier we saw that the long-term behavior of iterates of this equation varied considerably as we
changed r.
For different r values we found stable xed points, periodic behavior of periods 2, 3, 4, and 8, and
aperiodic behavior.
What other behaviors do orbits of the logistic equation exhibit?
How do these behaviors change with r, and is there a way to visualize this?

fi

These questions will now be answered below.

Recall that a nal-state diagram is, for a given r, the nal value(s) of a typical orbit indicated with dots
on a number line.
For example, if the orbit is periodic with period 2, the nal-state diagram consists of two dots, one for
each x value in the periodic orbit.
The nal-state diagrams from earlier are collected in the
gure right.
Note that to each diagram I have added a label on the left
indicating the r value.
Next, take this gure and turn it sideways.
We rotate it 90 degrees counter-clockwise and plot the r
value on the horizontal axis.
On the vertical axis we plot the nal states.
Note that I have plotted the r values to scale.
That is, unlike in the top gure, I have put the proper
distance between the different nal-state diagrams
according to the r value.

fi

fi

fi

fi

fi
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fi
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For example, there is very little distance between the
r = 3.5 and r = 3.56 diagrams, and there is a lot of distance
on the horizontal axis between r = 0.5 and r = 2.0.
fi

fi

11.1 A Collection of Final-State Diagrams
Our starting point is the nal-state diagrams introduced earlier.

In order to see if there is a pattern, we will need more data points—lots more.
We will also need to make the individual points smaller, so that they do not overlap each other. I
will use a computer to generate many different nal-state diagrams for different r values and then
make a plot of these nal-state diagrams using small points.
The result of doing this is shown in the
gure right.
This is the same as the second gure,
except in this gure there are many more
r values plotted.
However, you can see that the handful of
r values plotted in the earlier gure can
all be found in the more detailed gure.
At r = 1 there is a sudden change in behavior
—the rabbits now have a stable, non-zero
population, whereas for r < 1 the rabbit population died out.
This sudden change is an example of a bifurcation.
A bifurcation is de ned as an abrupt, qualitative change in behavior as a system parameter is varied
continuously.

fi

fi

fi

fi

fi

fi

fi

fi

Another qualitative change in behavior occurs at r = 3.0, where the stable population goes from period 1
to period 2.
fi

fi

The second gure hints that there might be a pattern or relationship between the nal behaviors and
the r value of the logistic equation.

The bifurcation diagram is a way of summarizing in one single picture all the possible stable, long-term
behaviors of the system.
Let us continue our examination of the bifurcation diagram.
We can see that if r is between 3.0 and around 3.4, then the
nal state is period 2.
This is evidenced by the fact that there are two branches on
the bifurcation diagram for these values.
Accordingly, we found that when r = 3.2 the long-term
behavior of the orbit is to get pulled to an attracting cycle
of period 2.
And when r = 3.99 we see a solid vertical black line.
This corresponds to the aperiodic, chaotic behavior that we explored at some length earlier.
The bifurcation diagram summarizes the behavior of the orbits for all r values.
We can read off the behavior almost as we can read from a page in a dictionary.
To determine the behavior of the orbit for a given r value, rst locate that r value on the horizontal axis.
Then, draw a vertical line straight up from that r value.
If the line you just drew goes through a solid black region of points, then this is an indication that the
function is aperiodic for that r value.

fi

If the line crosses well-de ned “pitchfork tines”, then the number of tines the line crosses gives the
periodicity of the orbit at that r value.
fi

fi

The graph is known as a bifurcation diagram because it provides a clear way to see bifurcations.

There appears to be some interesting structure between r = 3.0 and r = 3.99 in the diagram, but it is
dif cult to see because this is a small region of the plot.
To get a better view of what is going on in this region, in the next gure I have plotted the bifurcation
diagram for 3.0 < r < 3.99 and used a much higher resolution.

One can see a remarkably intricate pattern.
Note that there appear to be many regions of chaos—these appear as solid or nearly solid vertical regions
in the bifurcation diagram.
Also, note that the the behavior of the orbits changes frequently as r is increased.
In particular, there are chaotic regions that suddenly give way to ordered, period regions.

fi

fi

This is another type of bifurcation.

Another striking feature of the bifurcation diagram is the repeated “sideways pitchfork” motif.
Each branching corresponds to a doubling of the periodicity.
For example, at around r = 3.45 there is a branching (or bifurcation) from two to four.
This indicates that the orbits change from period 2 to period 4
at this r value.
Period 4 then doubles to period 8, and then to 16, and so on.
Eventually, at around 3.57, the orbits become chaotic; there
are solid vertical lines.
We will explore this transition to chaos in more detail later.
But the chaos does not continue uninterrupted as we increase r.
Instead, there are various periodic windows that emerge.
For example, at around 3.83, a window of period 3 opens up.
But every time a periodic window emerges, those periods double, then double again, and then again, and
eventually the orbits become chaotic.
To get a better look at this successive period doubling, in the next gure I have plotted another close-up
of the bifurcation diagram.
Again, one sees a remarkably intricate structure.
There is a periodic window around r = 3.63; the period here is 6.
This doubles to period 12, and then 24, and eventually the orbits again are chaotic.
fi

There are other, narrower periodic windows interspersed throughout the bifurcation diagram.

Finally, in last gure I have plotted the
bifurcation diagram for r = 3.63 to 3.634.
Note that the r range is very small.

fi

fi

I have also shown only the x values from
0.47 to 0.53. We see that the gure looks
like a replica of the portion of the
original bifurcation diagram.

11.2 Periodic Windows
As noted above, throughout the bifurcation diagram periodic windows appear. For example, in the
second blowup digram there is a periodic window of period 6 around r = 3.64, and in rst blowup
diagram we can see a window of period three near r = 3.83.
There are many other periodic windows in the bifurcation diagram.
In fact, it can be shown that there is at least one periodic window in any interval of r values that contains
a chaotic r value.
In other words, there are periodic windows lurking in any chaotic region of bifurcation diagram.
Thus, implying there are an in nite number of such periodic windows.
Most of them are extremely narrow—too slender to be seen on a bifurcation diagram.
Given that there are so many periodic windows, it is natural to ask if there is any rhyme or reason to the
order in which they appear.
It turns out that there is a remarkable pattern to the sequencing of the periodic windows in the bifurcation
diagram of the logistic equation.

fi

fi

There is a way of ordering the integers known as Sharkovsky ordering, which is as follows:

In Sharkovsky ordering, 3 is the rst number, then 5, then 7.
After going through all the odd numbers, one then goes through all the odd numbers multiplied by two:
6, 10, 14, and so on.
Then the odd numbers multiplied by 4, then 8, then 16.
Finally, one counts down from the powers of 2.
The largest number in Sharkovsky ordering is 20 = 1.
As an example, the following random set of numbers has been placed in Sharkovsky ordering:

What does Sharkovsky ordering have to do with the logistic equation?
The rst appearances of periodic regions or windows in the bifurcation diagram occur in reverse
Sharkovsky order.
The rst period we see as we increase r is 1.
This doubles to 2, then 4, 8, 16, and so on.
This is exactly Sharkovsky ordering in reverse—i.e., the last line

read backwards.

The bifurcation diagram then shows a transition to chaos around 3.57, followed by chaotic regions
punctuated with periodic windows.
The order of the rst occurrence of window of a certain period is given by the reverse Sharkovsky
ordering.

fi

fi

fi

fi

fi

For example, suppose as one moves from left to right in the bifurcation diagram one encounters the rst
instance of a period 14 window.

As we left this window and moved further to the right, we would encounter more periodic windows—
periods we had already encountered for smaller r values.
Eventually we would nd a window with a period we had not yet seen.
This period would be 10, since this is the next number in reverse Sharkovsky ordering.
The last number in reverse Sharkovsky ordering is 3.
Accordingly, moving left to right, the period-3 window is the last new window to appear., i.e., to the left
of the period-3 window one could nd other periodic windows of all periods except for period 3.
Nature is truly amazing!!
11.3 Bifurcation Diagram Summary
The bifurcation diagram lets us see—all at once—all the different behaviors exhibited by a dynamical
system as we vary a parameter.
On a bifurcation diagram one can see how these behaviors change as we change the parameter.
For the logistic equation we found that there is a particular pattern to these changes.
Namely, periods double successively and explode into chaos.
Within chaos, periodic windows suddenly emerge.
These periods then double successively and again burst into chaos.
The bifurcation diagram for the logistic equation is an object of remarkable complexity.
One sees more and more structure as one zooms in.
This shows that the logistic equation is capable of a stunning diversity of behaviors.
fi

fi

There are chaotic regions and periodic cycles of all possible periodicities.

The behavior changes suddenly as the r value is changed.
But there is order to how these changes occur—the period doubling occurs at regular intervals, and thus
we see the pitchfork motif repeated again and again.
It is remarkable that we can get all this from the logistic equation:
Iterating this simple quadratic equation produced the data used to make all the gures we have discussed.
I will now introduce fractals.
At rst, we will leave dynamical systems to the side as we learn what fractals are and how to
characterize them using dimensions.
After some discussion, however, we will see that fractals and dynamical systems are linked.

fi

fi

Intricate fractals often arise from simple, iterated processes.

Part III Fractals
13. Introducing Fractals
We will now put aside chaos and dynamical systems and focus instead on a different topic: fractals.
This will not be a complete departure from what has come before; we will see that iteration plays a key
role in the generation of fractals.
Gradually we will see that fractals and the sorts dynamical systems we have studied earlier are closely
related.
13.1 Shapes
The gure right shows three familiar shapes from geometry: a circle, a
line segment, and a rectangle.
These geometric forms are abstractions of shapes that we encounter in
the physical world: a round coffee mug, a clothesline, and a tabletop.
But the world we live in is much richer than this.
There are many shapes—the branches of a tree, the bumps of a mountain range, the meander of a river—
that do not resemble the shapes shown.
Consider the images shown in on the next slide
These objects from the natural and physical world are very different from the simple circles and lines of
ordinary geometry.
Sure, we could describe a winding river or branching trees as a collection of line segments arranged in a
particular way.
fi

But it seems that this would be missing the essence of the shape that we are trying to describe.

The desire to better describe forms such as trees and
winding rivers leads us to discuss a different sort of shape.
We construct an initial example by an iterative process,
shown below.

At n = 0 we start with a small square.
We can think of this as a seed, playing the role that the initial condition x0 does for an iterated function.
To get to the shape at step n = 1, we make four copies of the shape at n = 0, and place one copy at each
of the corners.
We then repeat, or iterate, this process.
To get to step n + 1 we take the shape at n, make four copies of it, and place one copy at each of the
corners.
The result, as one applies this rule over and over and over, is an intricate (and very large) structure that
resembles a snow ake.
fl

fl

fi

This nal snow ake shape is known as a fractal.

Again, this fractal is constructed via iteration.
We start at step n = 0 with a line segment.
We then remove the middle third of that line
segment to obtain the shape labeled n = 1.
Repeating this step, we get the shape at n = 2.
That is, we remove the middle third of each line segment at n = 1.
We keep on doing this, removing at every step the middle third of every line segment.
If we carry this process on forever, the result is an in nite number of very, very, very tiny line segments.
Strictly speaking, in the limit that n goes to in nity, the tiny line segments approach points.
The nal collection of these minuscule line segments is known as the Cantor set.
13.2 Self-Similarity
The Cantor set and the snow ake fractal are both self-similar.
What this means is that a small portion of them looks like the whole.
For example, imagine breaking off an arm of the snow ake.

fl

fl

fi

fi

fl

What you have looks like a miniature copy of the entire snow ake.
fi

fi

I will describe fractals more fully below, but for now the main thing to note is how different it is than a
simple square or circle.
For our next example of a fractal, consider the
gure right.

You could magnify the small portion and you will get a shape that looks like the whole snow ake.
You could break a smaller arm off of the arm you already broke off, and again you would have
something that is a miniature copy of the whole snow ake.
The same property is true of the Cantor set, although this might be a little bit harder to see.
If you take a small portion of the set you will have something that is a miniature copy of the entire set.
The natural fractals shown in earlier photos are also self-similar.
Here the self-similarity is not exact; small portions of each picture are not identical to the large picture,
but rather bear only a close resemblance.
For example, a branch of a tree looks similar, but not identical, to the full tree.
This property is called self-similarity; an object is self-similar if it contains replicas of itself of many
different sizes.
Fractals are self-similar geometric objects.
As a counter-example, consider a person.
People are not fractals. If you break off a person’s arm, what you have in your hands will look like an
arm, and not a small copy of the person.
So a person is not self-similar, and hence is not a fractal.
Note that there are some non-fractals that are nevertheless self-similar.
An example is a line segment.

fl

fl

If you break off a portion of a line segment, you have another line segment, which looks just like the
original line segment.

However, this is not considered a fractal, for reasons that will be discussed later.
For now, we can think of fractals as being geometric shapes that are self-similar, but in a “non-trivial” or
“non-boring” way.
Line segments are self-similar in a boring fashion, and hence are not considered fractals.
Here is another way to think about self-similarity.
Suppose one day you woke up and you had signi cantly changed size.
Perhaps you wake up Monday morning and you are only six inches tall.
How could you tell?
A clear indication would be that you were suddenly smaller than your pillow, your alarm clock would
appear gigantic, it might not be safe to jump out of bed, and your cat might eat you.
In brief, it would be immediately and stunningly obvious to you that you were very small.
However, suppose you lived in a fractal world—perhaps in an arm of the fractal snow ake.
Remember that this fractal gets very, very large as n, the number of times we apply the
snow ake-building rule, gets large.
If you lived on this snow ake, you would not be able to tell that that you had been shrunk.
There are no clues as to scale or size.
The entire universe consists of snow akes within snow akes within snow akes.
So there is no way to tell how big you are.

fl

fl

fl

fl

fl
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The only thing you can measure yourself with is a snow ake, and there are snow akes of all different
sizes, so you can never really tell how big you are.

13.3 Typical Size?
As discussed, for a fractal there is not a typical size.
For the fractal snow ake, the snow ake motif is repeated again and again and again at different sizes.
So it does not really make sense to talk about an average snow ake size.
The Cantor set, after we have iterated the construction process many times, consists of points that are
clustered together.
But these clusters are clustered into clusters, which in turn are clustered into bigger clusters, and so on.
For ordinary, non-fractal objects we are used to describing them by stating their size: a circle with a
radius of two inches, a chair that is 3.5 feet tall, a track on a CD that lasts ve minutes.
For more complicated situations, we often resort to averages or statements about the size of a typical
instance of some entity.
For example, we might say that a typical person is 5.5 feet tall, an average cat weighs 9 pounds, and
most pints of ice cream cost around $4.50.
But this type of description does not work for fractals; stating the average size of a cluster in the Cantor
set or the size of a typical snow ake motif in the snow ake fractal does not really capture the essence of
the shape.
In fact, we shall see later that there are some fractals for which the concept of an average size is not well
de ned.
But this begs the question: how can we describe fractals if not with averages?

fi
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The answer to this question will come later, where we will see that the geometric notion of dimension
can be extended so as to capture some of the structural features of fractals.

13.4 Mathematical vs. Real Fractals
Finally, a few words about mathematical versus real fractals.
The fractal snow ake and the Cantor set are abstractions.
Strictly speaking they are de ned by the result of an in nite iteration process.
As such, they have structure on all scales.
For example, you could keep zooming in on such a mathematical fractal and you would see the same
shape repeated endlessly.
The same is not true for real fractals.
Consider, for example, a fern.
We can zoom in on the fern, and we will see smaller copies of the fern.
But eventually this stops, and the fern no longer looks like little ferns.
Instead we start to see individual cells.
Or, consider the winding path of a river.
We could imagine starting with an aerial view taken by a satellite, and then start zooming in.
For quite some time we could see a self-similar shape; meanders on top of meanders, wiggles on top of
wiggles.
But eventually we will zoom in to the river itself, and we would just see water.

fi

fi

fl

Similarly, if we started with the satellite image and zoomed out, eventually the river would disappear
from view.

So real fractals have some cut-off sizes above and below which an otherwise self-similar object fails to
appear self-similar.
In contrast, mathematical fractals have no such cut-off; in principle we could keep zooming in forever,
and see ever-smaller copies of our original shape.
This does not mean, however, that mathematical fractals are useless for describing the real world.
It is important to remember that a fractal, like any geometric object, is just an abstraction or an
idealization.
For example, consider a perfect, mathematical circle.
Such a thing is just an idea, albeit a very useful one.
Earlier I included a circle in a gure.
It is a nice circle, but it is not perfect.
Look closely enough—you might need a magnifying glass—and you will see imperfections. And in
nature, in the physical world in which we live, there certainly are no perfect circles, just shapes that
approximate circles to varying degrees.
Nevertheless, it would be hard to argue against the geometric idea, or ideal, of a circle.
It certainly is a useful approximation or abstraction of things we encounter in the physical world.
So it is with fractals.
In the real world there are no perfect fractals.

fi

But many have found that fractals are a tremendously useful and evocative way of capturing the qualities
of shapes and processes that are, to varying degrees, self-similar.

14. Dimensions
Earlier, I introduced fractals: self-similar geometric objects and I discussed how to generate fractals via a
geometric iterative process. Now we continue our exploration of fractals by learning how to characterize
them by means of their dimension.
By de ning dimension in terms of the scaling properties of a shape, we will come up with a quantitative
way of describing fractals.
We begin with a simple geometric exercise that will lead us to the de nition of the self-similarity
dimension.
14.1 How Many Little Things Fit inside a Big Thing?
Suppose you have a line segment and then magnify it by a factor of 3.
The line segment is now three times as long as before.
Hence, three of the small line segments t inside the new, larger line segment.
This is illustrated in the gure right. Now, try the same thing with a square.
We start with a small square, and then magnify it by a factor of 3.
This means that it is now three times as long and three times as tall as it was before.
As you can see in the gure, 9 copies of the small square t inside the bigger square.
Finally, let us imagine the same experiment with a cube.
We start with a small cube and magnify it by a factor of 3.
The cube is now three times as wide, three times as tall, and three times as deep.
fi

fi

fi

fi
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In this bigger cube, one can t 27 of the smaller cubes, illustrated in the gure.

The results of these experiments are summarized in the table below.

In all instances, the magni cation factor is 3; it is as if we have put the shape in a photocopier machine
and expanded by a factor of 3 in all directions.
All lengths in the shape are three times as long as they were previously.
The bigger square is three times taller and three times wider than the little square.
The question before us, then, is: what property of a shape determines how many small copies of it t in a
bigger copy?
Clearly, the answer to this question is the object’s dimension.
The line, square, and cube all have different dimensions: the line is one-dimensional, the square is
two-dimensional, and the cube is three-dimensional.
Looking at the table, we see that we can relate the magni cation factor, the number of small copies, and
the dimension as follows:
where D is the dimension.
We may view this equation as de ning the dimension D.

fi

fi

fi

fi
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This might seem like a strange de nition, but I hope to have convinced you that it reproduces what we
already know about dimension

For example, we expect that a square is two-dimensional.
Plugging in D = 2 and using the values for the square from the table, we get
which certainly is true.
This de nition of dimension is known as the self-similarity dimension, because it tells us how many
small self-similar pieces of an object t inside a large piece.
There are other other de nitions of dimension, but for almost all situations they turn out to be equal.
I will usually refer to the dimension D de ned here as the dimension, unless the context calls for greater
speci city.
Let us now apply this de nition to one of the fractals from earlier.
14.2 The Dimension of the Snow ake
The steps in the construction of the snow ake fractal are
illustrated in the gure right.
Our goal is to use the de ning equation to determine the
dimension of the snow ake.
We begin by focusing on what happens from step n = 0 to n = 1.
The basic shape here is the little square.
We can see that there are 5 little squares in the larger shape
corresponding to n = 1 in the gure.

fi
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The magni cation factor is 3; the new shape is three times as
tall and three times as wide as the previous shape.

We can now plug into de ning equation to obtain
All that remains is to solve this equation for D.
We might have been anticipating that the dimension D would equal 2.
However, plugging D = 2 into the equation does not work; the right-hand side will be 32 = 9, which does
not equal 5.
We might then try a dimension of 1, but this will not work either.
A D of one makes the right-hand side equal to 31 = 3, which is smaller than 5.
The conclusion, then, is that the dimension must be between 1 and 2!
Evidently, the dimension is not an integer.
How can this be?
Let us put this question on hold for just a moment, and get back to the task of solving the equation.
We rst look for a solution by guessing and checking.
Since we know that D is between 1 and 2, let us try 1.5.
Doing so, we get
So 1.5 is too large; we want the right-hand side to be as close to 5 as possible. So let us try D = 1.4:
Evidently 1.4 is too low. How about D = 1.45?

fi

fi

A little too low. Let us try D = 1.46:

We could keep going, trying to make the right-hand side closer and closer to 5.
But let us stop here—we are pretty close, and this guessing and checking game can get tedious fairly
quickly.
In any event, we have found that the dimension D of the fractal snow ake is:
We will consider the meaning of this shortly.
But before doing so, let us discuss another way to solve our equation.
Our task is to solve the following equation for D:
I will just write down the sequence of mathematical steps:
using
—->

—->

—->

14.3 What does D ≈ 1.46497 Mean?
So what does a non-integer dimension mean, anyway?
There are several ways to think about this.
First, a dimension between 1 and 2 means that the shape has some qualities of two-dimensional objects
and some of one-dimensional objects.
The snow ake is two-dimensional in the sense that it resides in two-dimensional space.

fl

fl

It rests on the surface of a piece of paper, which is two-dimensional.

However, as the process of building the snow ake proceeds, the shape becomes more and more “edgy”,
in the sense that its perimeter grows and grows.
The shape starts to look like a very long line that is bent and folded to make a snow ake.
Thus, the snow ake combines elements of one and two dimensions, be tting an object with a dimension
of 1.465.
Another way of giving meaning to a dimension like 1.46497 is as follows.
The essential feature of a fractal is that it is self-similar; it is made up of small parts that each resemble
the whole, and those small parts are made up of smaller parts that resemble the whole, and so on.
So, as suggested earlier, for a fractal it is not always meaningful to speak of the average or typical size of
a component of a fractal.
Rather, we want to capture something about what stays the same as we examine the fractal at different
length scales.
For the snow ake, what we have seen is that if we increase the length by 3, we get 5 new parts.
It is this relationship between 3 and 5 that is constant across scales.
This relationship is expressed in the equation
Knowing the value of D tells us that if we increase the magni cation by 3, we will see 5 times as many
pieces.
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Or, equivalently, every element is made up of 5 smaller elements, each of which looks like the element
itself, but scaled down by a factor of 3.

Here is another way to see that the dimension captures something that is constant across scales.
In the snow ake construction gure, suppose we compare the n = 0 and n=2steps.
The shape at n = 2 has 25 pieces in it.
And each small piece needs to be magni ed by 9 to be as wide as the full n = 2 shape.
So, using these values in the dimension de ning equation,

we get
This equation has the same solution before.
You can easily check this by plugging in D = 1.46497.
The point is that D relates the number of small copies of an object to the change in scale, or
magni cation factor.
This relationship is the same for any scale-change we consider.

fi

fi

fi
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It is in this sense that D captures what stays the same across different scales.

14.4 The Dimension of the Cantor Set
For our next example we return to the Cantor set.
The steps in the construction of the Cantor set are shown in the gure.

The magni cation factor is 3, as it was for the snow ake; each line segment must be stretched to 3 times
its length to be as long as the line segments at the previous step.
And the number of small copies is 2.
At each step there are two small Cantor sets which can be scaled up to reproduce the original.
Thus, the dimension equation for the Cantor set is:
—->

—->

—->

The dimension between 1 and 0 indicates that the Cantor set is in some regards line-like
(one-dimensional) and in some regards point-like (zero-dimensional).
The Cantor set is constructed from one-dimensional lines, but after so many line segments have been
removed, what we are left with is a collection of points.
Or, one can think of the Cantor set as being made up of so many points that, even though the points are
disconnected, the Cantor set is in some ways line-like.
fi

fl

fi

In either case, we see that the Cantor set is between zero and one dimensions.

14.5 The Dimension of the Sierpinski Triangle
As a nal example, let us determine the self-similarity
dimension of the Sierpinski triangle, a fractal whose
construction is illustrated in the gure.
Looking at the n = 1 stage, we can see that there are 3
small copies of the triangle inside the full shape.
How big is each small copy compared to the large one?
The magni cation factor for this fractal is 2.

see next slide

The easiest way to see this is to look at one of the sides of one of the small triangles.
We can see that this side of the small triangle is exactly half the length of the side of the full triangle.
So we would need to magnify it by a factor of 2 for it to be as large as the big triangle.
Thus, our dimension equation gives:
—->

14.6 Fractals, De ned Again

We are now in a position to give a somewhat more precise de nition of a fractal.
First, we need to introduce a different sort of dimension: the topological dimension.
The topological dimension of an object is our intuitive notion of dimension.

fi
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The topological dimension of a point is 0, of a line is 1, of a plane is 2, and of a cube is 3.

Consider the Cantor set.
It is made up of points, and thus its topological dimension is zero.
It starts off as line segments, but in the limit that an in nite number of line segments are removed, all
that are left are points.
What about the topological dimension of the Sierpinski triangle?
In the limit that we remove more and more triangles, we are left with a structure that is made up of tiny
little line segments.
Thus, the topological dimension of the Sierpinski triangle is 1.
We can now state one de nition of a fractal: A fractal is a geometrical object whose self-similarity
dimension is greater than its topological dimension.
The Cantor set has a self-similarity dimension of 0.6309 and a topological dimension of 0.
And the Sierpinski triangle has a self-similarity dimension of 1.585 and a topological dimension of 1.
So, as expected, both the Cantor set and the Sierpinski triangle are fractals by this de nition.
This de nition for a fractal is fairly standard.
However, there is not universal agreement on the de nition.
Many simply de ne fractals to be any shape or object that displays self-similarity.
Kenneth Falconer, the author of one of the more widely used and in uential textbooks on fractals, argues
that the “de nition of a ‘fractal’ should be regarded in the same way as a biologist regards the de nition
of ‘life’ ”
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Rather than a rigid de nition, Falconer puts forth a number of qualities which most fractals have.

Finally, I should mention that there are a number of variants on the self-similarity dimension.
These variants, such as the capacity dimension, Hausdorff dimension, and the box-counting dimension,
are de ned differently, but capture the same idea.
All measure how the bulk or volume of the shape scales.
One of these variants, the box-counting dimension(used by computers), is discussed later.
15. Random Fractals
So far we have seen fractals generated by a deterministic procedure: an exact rule is followed at each
step of an iterative process.
Now we shall see that there are other ways to make fractal shapes.
We will consider fractal-generating mechanisms that involve randomness or irregularity.

fi

We begin by exploring what happens when we add a little bit of randomness or noise to an otherwise
deterministic process.

15.1 The Random Koch Curve
Our starting point is the Koch curve, a classic fractal.
The Koch curve is generated as follows.
The seed is a simple line segment.
In the rst step of iteration, the segment is divided
into four smaller segments and arranged as shown in
the gure right.
Another way to think of this is that the initial line
segment gets bent and stretched upward so it has a
triangle in the middle.
This process is then iterated.
In the next step, moving from n = 1 to n = 2 in the gure,
again each line segment is replaced by four smaller line
segments.
This procedure is repeated again as one goes from n = 2 to n =
3 in the gure.
The end result is shown in the gure right.
In principle, the iteration should be carried out to an in nite
number of generations.

fi

fi

fi

fi

fi

fi

fi

In the gure I have shown the result after only six iterations;
additional generations yield features that are too small to see.

The Koch curve is exactly self-similar.
It is made up of small parts that are exact small replicas of the full shape.
If one took, say, the left third of the picture and zoomed in by a factor of 3, the resultant image would be
identical to the full Koch curve.
The Koch curve can be thought of as being similar to a coastline; i.e., like a real coastline, the Koch
curve has inlets which have inlets on them which have inlets on them, and so on.
However, the n=6 gure clearly is too symmetric to bear more than a passing resemblance to a real
coastline.
The Koch curve is far too regular.
The inlets in real coastlines are similar to each other but are not identical.
However, we can modify the generation process to produce a shape that is much more realistic.
To do so, all we need to do is add a bit of randomness to the iteration.
Namely, each time we replace a line segment with a bent segment, half of the time we bend the line up,
and half of the time we bend it down.
This is illustrated in the gure right.

Repeated application of this iteration rule produces a shape known as a random Koch curve.
Note that this generation rule is not deterministic.
fi

fi

There is randomness in the rule: it does not yield the same result every time it is applied.

The gure right shows rst several iterations using the
random generation rule.
When doing the iteration I randomly chose each direction
for the bend in each line segment.
For example, for the n = 2 step I chose, reading left to right,
bends that go up, up, down and then up.
The sixth step of this generation process is the last shape in
gure right bottom.
Note the similarity between this curve and the n = 3 step
shown earlier.
In gure right bottom I have also shown two other random
Koch curves.
The three curves in this gure were all generated with the
same random rule.
The curves are different because different random choices
for the up or down bends were made.

fi

fi

fi

fi

Unlike the fractals in the previous chapter, the random Koch
curves of gure right bottom are not exactly self-similar.
fi

fi

Thus, the random Koch curve is not unique; the
generation process can produce many different
outcomes.

A small copy of the curve, when magni ed, closely resembles the full curve, but it is not an exact replica
- it does look more like a coastline, however.
This property of inexact self-similarity is sometimes called statistical self-similarity.
The idea is that such a fractal is made not of exact copies of itself, but of smaller parts that have the same
statistical properties as the whole.
While the three curves of gure right bottom on last slide are different, they do share some qualities.
Speaking loosely, they seem to have the same bumpiness or crinkliness.
One way of capturing this geometric similarity is via the dimension.
The self-similarity dimension of earlier cannot be used here, since the random Koch fractal is not exactly
self-similar.
However, there is another related de nition of the dimension that can be applied to random fractals such
as this(will do it later).
The result is that the random Koch curve is log(4)/ log(3) ≈ 1.262.
Recall that our motivation for investigating the random Koch curve was to nd a fractal that does a better
job of approximating the shape of a coastline than the standard Koch curve.
Looking at the random Koch curves, I would say that we have met this goal.

fi

fi

fi

fi

These shapes again do not look exactly like a coastline but they certainly are more coastline-like than the
exact Koch curve.

The random Koch curves resemble other things in addition to a coastline:
a crack in the pavement, a rock outcropping, or a torn piece of paper.
Adding a little bit of randomness to a regular fractal produces shapes that are strongly reminicent of
many objects that are found in the physical and natural world.
The random Koch curves are, in a sense, complicated shapes.
They bend and twist in irregular ways.
At rst blush these shapes might seem very dif cult to describe, as doing so would require specifying all
the details of the curve as it zigs and zags.
However, we have seen that this apparently complicated shape is generated by a simple rule.
The rule does involve randomness—it is not a deterministic process—but it is simple nonetheless.
This illustrates a general result: fractals are surprisingly simple to generate.
Even random fractals, which can bear a striking resemblance to physical and natural objects, can be
generated by very simple processes.
It is not hard to imagine variations on the rule we used to generate the random Koch curve.
For example, the probabilities of the up and down bends need not be equal, e.g., we could choose the
upward bend to occur 75% of the time instead of 50%.
We could also make the bend appear at different locations on each line segment; it does not have to
always occur in the middle.

fi

fi

Or we could add some randomness to the bend itself and make some of the bends larger than others.
There are many options to explore.

16. The Box-Counting Dimension
Now I introduce another way of de ning the dimension that will allow us to extend our notion of
dimension to objects that are not exactly self-similar.
The main idea is that instead of looking at how many small copies of an object are contained in a large
copy, we consider instead how the volume or size of the overall shape changes as we change
measurement scales.
The method we develop will be somewhat tedious (I will illustrate it now and again later), but the type of
dimension that results will be more exible than the self-similarity dimension.
16.1 Covering a Box with Little Boxes
Earlier we began thinking about dimension by considering how many small boxes t inside a large box.
Now we explore this idea from a different angle: we start with a box and cover it with smaller and
smaller boxes.
As a starting point, consider a square that has a length and height of 1 (part (a) of next gure).
We can think of this as a portion of a oor that we want to cover with tiles.
Suppose our tiles are in the shape of a square and have a side of length 1/2.
We would need to buy four such square tiles in order to completely cover the original 1 × 1 oor.

fl

fi

fi

fl

fl

fi

fi

This is illustrated in part (b) of the gure below.

What if we wanted to use smaller tiles to cover the oor?
Clearly we would need more tiles.
Suppose that each tile is now a square whose side has length 1/4.
In this case we need 16 tiles to cover the original square, as can be
seen in part (c).
And if we make the tiles smaller still, we would need even more
tiles.
We will need 64 if the tiles are squares with a side of 1/8, as shown
in part (d) of the gure.
You have likely noticed the pattern.
If the size of the tiles is halved— i.e., the side of the square tile is half what it was before—the number
of tiles needed to cover the shape is squared.
When we change from tiles of side 1/2 to side 1/4, the number of tiles needed increases from 4 to 16.
Thus, the number of tiles is squared, since 42 = 16.
The reason that the tiles are squared, as opposed to being raised to some other power, is that the oor is
two-dimensional.
In order to formalize this idea and arrive at an alternative de nition of dimension, I need to introduce
some notation.

fl

fi

fl

fi

Let s denote the length of the side of one of the tiles we used to cover the original square shape.

We will denote by N(s) the number of tiles of size s needed to cover
the shape.
The values of s and N(s) for the example in the rst gure are
contained in the table.
As we have seen, as s gets smaller, N(s) gets larger.
The relationship between s and N(s) can be used to determine the
dimension.
Speci cally N(s) and s are related via:
In the above equation k is some constant—it is a number that does not depend on the box size s.
The exponent D in the equation is known as the box-counting dimension.
To illustrate the use of this equation, consider part (c) of the original gure.
Here s = 1/4 and N(s) = 16.
Plugging these numbers gives:

Simplifying the compound fraction, we get
One solution to this equation is D = 2 and k = 1.

fi

fi

fi

fi

This makes sense, as it tells us that a square is two-dimensional, as we would expect.

However, there are also other solutions to this equation.
For example, it could be that D = 1 and k = 4; these values also make make the equation true.
However, these values are not consistent with the rest of the data (other s values) in the table.
The challenge here is that we have two quantities we need to solve for—k and D—and we have a table
full of data.
We want to take this entire table of data into account when we are guring out the best values for k
and D.
I will discuss a general method for doing just this later.
For now, the key observation is that N(s), the number of boxes of side s needed to cover an object, will
increase as s decreases.
The rate at which N(s) increases is determined by the dimension D, as shown above.
From a procedural standpoint this de nition of dimension is fairly simple: just take the shape and start
covering it with boxes.
Below, we will see that we can extend this procedure to calculate the dimension of shapes that are much
more complex than the simple square considered here.
16.2 Covering a Circle with Little Boxes
Let us repeat the experiment of the previous section for a circle.

fi

fi

fi

This is illustrated in in the gure below.

In part (a) the circle is covered with boxes of side s = 0.5, in part
(b) the circle is covered with boxes of s = 0.25, and so on.
Note that what we are interested in is the number of boxes needed
to completely cover the circle. Typically, the boxes on the edge of
the shape will extend over the shape itself.
The values of s and N(s) determined for this gure are shown in
the table.

Our next task is to use
to determine the dimension D.
Since a circle is two-dimensional, we anticipate a dimension of 2.
Let us begin with the rst row in the table, corresponding to s = 0.5.
Plugging into the N(s) equation, we get:
Simplifying the fraction, this becomes:

fi

fi

As was the case with the square in the previous section, we see that this equation has a solution if D = 2
and k = 1.

Now let us consider the second row of the table, corresponding to s = 0.25.
Plugging these numbers into the equation yields
If I take D = 2, then k cannot equal one any more.
To see this, plug D = 2 into the above equation:
which gives k = 7/8, not 1.
But k is a constant—> it should be the same for all s.
Clearly this is not the case here.
How can we x this?
We could change the dimension D.
But then we would have that a circle is not two-dimensional, which certainly isn’t what we want.
What to do?
The equation holds ONLY in the limit that the boxes get really, really small.
The reason for this is that it is only as the boxes get very small that we get an accurate count of the area
of the shape whose dimension we are trying to determine.
With smaller boxes there is less to “hang over” the edge of the shape.
For example, there is less surplus or overhang in part (d) than in part (a).

fi

So in order to estimate the dimension D using this equation, we need to calculate D by investigating
what happens as s gets smaller and smaller.

There is an additional potential complication.
For a given box size, there is more than one way to completely cover the shape.
How many boxes we need might depend on where we start covering.
For example, we could lay down our rst box in the center of the shape, or we could place the rst box
so that it is aligned with the top left of the shape.
Both techniques will cover the shape, but they might lead to slightly different numbers of boxes.
However, as the boxes get smaller and smaller, the details of the covering method matter less and less.
Thus, using this method to determine the dimension D is more accurate as the box size gets smaller and
smaller.
16.3 Estimating the Box-Counting Dimension
We have seen that it is not always straightforward to estimate k and D from a table of data.
It would be nice to have a way to nd the values of k and D that t the data as well as possible.
In this section I will describe a procedure to accomplish this goal.
We start with:
Taking the logarithm of both sides of this equation will put it in a more useful form:

fi

fi

fi

fi

Simplifying using the properties of logarithms yields:

It might not look like it, but this equation is actually quite useful; this says that the logarithm of 1/s and
the logarithm of N(s) are linearly related.
To help see this, if we let log(1/s) = x and log(N(s)) = y, then we can write
This is just the equation of a line.
The y-intercept is k, and the slope is D.
Thus the original equation says that the problem of determining the dimension D can be recast as
determining the slope of a line.
Comparing equations, we see that D is the slope of the line that results when log N(s) is plotted versus
log(1/s).
We already have a table of values of N(s) and s for the circle
example.
First, let us re-write this table in terms of 1/s instead of s.
The results s of doing so are shown in the rst table.
Next, take the logarithm of both columns of data to obtain the
results shown in the second table.
To make this table I used base-10 logarithms.
If you use another base, that is ne, but it is important to use the
same base throughout a calculation.
Our next step is to plot the data in last table and determine the slope of the subsequent line.
fi

fi

fi

The data from this table are shown in the gure below. .

Note that the points appear to fall along a straight line.
The slope of this line is the box-counting dimension D

To estimate the slope, one draws a line through the data points.
The line should be chosen so as to be a best t; it should come as close as possible to as many of the data
points as possible.
This notion of a best t can be made precise; it is a standard result in introductory statistics.
Most spreadsheet programs can quickly and unambiguously determine the equation of the line that is the
best t to the data.
I used a program to analyze the data shown in the gure above.
The best t line is drawn in the gure right.
This line has a slope of 1.77 and an intercept of 0.07.
The slope corresponds to the dimension.
This means that we have estimated a dimension of 1.77.
fi

fi

fi

fi

fi

fi

To be honest, this is rather disappointing.

We have just gone through lot of work to gure out that the dimension of a circle is 1.77.
Clearly this is wrong.
A circle has a dimension of 2.
What has happened?
Recall that this de nition for the box-counting dimension D holds only when the size s of the box gets
very small.
Presumably, if we extended this calculation with a few smaller values of s we would get a more accurate
value of D.
This somewhat disappointing result serves as a note of caution.
The de nition of the box-counting dimension and the procedure for calculating it are conceptually
relatively straightforward.
However, it is often dif cult to get accurate results using this method.
Part of the problem is that one needs very small boxes to get good results, but small boxes are dif cult to
count, and hence are error-prone and/or time-consuming on a computer because there are so many of
them.
Moreover, using smaller boxes requires a very high-resolution image.

fi

fi

fi

fi

fi

fi

Since all images or data sets have nite resolution, eventually it will simply not be possible to use boxes
smaller than a certain size.

16.4 Summary
The box-counting dimension is commonly used to characterize the statistical self-similarity of a wide
range of phenomena.
It is a powerful and exible idea that allows us to quantify the properties of objects that are statistically
self-similar.
To recapitulate, here are the steps needed to estimate the box-counting dimension D of an object or
image.

fl

More later…….

Now let us review what we have learned
and enhance our understanding
by going over some of these ideas again
using a different approach
and also introducing new ideas when needed

Let us rst look at some history……
We rst look at a very early weather computer model due to Ed Lorenz
This section could be titled ———- The origin of the Butter y effect
The model equations represent a weather system involving 3 variables(like pressure, volume
and temperature for example).
It a deterministic system of equations which means that if the initial conditions (starting values
of the variables) are speci ed then the result is predictable, i.e., same initial conditions always
generates the same nal results from the equations.
So, Lorenz was doing a calculation run when the
computer crashed.
He plotted the results from the interrupted
calculation as shown.

fl

fi

fi

fi

fi

Thus, he knew the calculated values of all the
variables up to the computer crash.

So he restarted the calculation by inserting as initial
conditions variable values from an earlier point in
the calculation.

Since the equations are deterministic, the new
calculations should repeat the old values (already
obtained) up to the crash point and then the
calculation would continue generating the
remaining values he needed.

Now the numbers he had from the computer
calculation were only known to 6 decimal places.
That, however, should not have been any problem.
In any other system he had ever investigated it never made any difference that the initial
conditions were only approximate (i.e., could be off by 1 part in a million).
But what happened is in the second plot - one initially observes only small deviations as
expected, but eventually the deviations become catastrophic!

This seemed to imply that no predictions were possible unless he knew initial conditions to
better than 1 part in a million even though the equations were deterministic.
This is a plot of Lorenz’s 3
variables along the path of
motion in the 3-variable space

The curve is a “fractal” called a “strange attractor” (as we will see) which has the property
that even if two initial conditions(points on the curve) are in nitesimally close together
then eventually the subsequent motions of the system(both on the same curve) will bear
no relationship to each other.

fi

Class demo.

In this simulation,I have chosen 4 starting points very close together on the Lorenz curve.
We will follow the motion (which is identical for a long time and then abruptly each motion
goes it own way bearing no relationship to the others).

The phenomenon is called the butter y effect because shape the orbit looks like butter y
wings.
It meant that if the sensor grid for getting initial conditions for the weather model was missing
values, then this hides possible uctuations and leads to “approximate” initial conditions.
In this type of system, no prediction is possible
a butter y might have apped its wings in a sensor gap
It seemed that predictability was giving way to randomness (no predictability)
The Lorenz results, however, implies more than randomness.
We will see that it implies some kind of geometrical structure at a very ne scale - some kind
of order masquerading as randomness.
Studies of aperiodic systems or systems that almost repeated themselves implied there was
some kind of link between aperiodicity and unpredictability.
The butter y effect is no accident -- studies implied it is necessary.
Suppose small perturbations remain small instead of generating the observed chaotic effects

fl

fi
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This then implies that when weather came arbitrarily close to a state it had passed earlier, it
would stay arbitrarily close to all the patterns that followed the earlier state.

This means one could predict future weather patterns and cycles but we cannot.
Therefore, the butter y effect must exist!
The butter y effect is equivalent to sensitivity to initial conditions
Pre-chaos physicist’s intuition imply that no such thing as sensitivity to initial conditions existed
But how does it happen?
How could such unpredictability - such chaos arise from a simple deterministic system of
(non-linear) equations?
Will this happen in other systems?
Non-linear equations are not generally soluble analytically.

fl

fl

fl

fl

All real systems are non-linear although the non-linear terms were usually neglected
(assumed to be small effects that that would not in uence large scale behavior) and thus,
the butter y effect was removed from early models and thus everyone was surprised when it
appeared in equations where the non-linear effects were not removed!

To understand these observations and give a hint about what it means, let us consider
consider the following ideas.
Assume a system has 3 equations and 3 variables.
To visualize the system evolution(in time) we could plot each variable as function of time
(time series)

Alternatively, we could plot the evolution in 3-dimensional space (phase
space).

This is a plot in Phase Space - the
3-variable space of Lorenz plot.…

Meanings of different paths in phase space:
If path stops at point, corresponds to variables remaining constant or steady-state situation.
If path loops (closed path), implies periodic (repeating) motion.
Examples

What did Lorenz see?
No steady states and no loops implying periodicity.

fl

fi

fi

In the phase space plot he found only in nite complexity.
He found that
1. Path stayed in nite volume.
2. Path never repeated itself.
3. Path traveled along strange, distinctive shape kind of double spiral in 3D space (like pair of butter y wings (saw earlier)).
4. Seemed to imply pure disorder, since no points ever repeated!
However, it actually contained a new kind of order.

BLOWUP

17. Deeper analysis of the Logistic map using computers (some repetition)
Limited Growth model - Logistic Map

xn+1 = xn (1

xn )

As we have seen earlier the Logistic map prevents unlimited growth by inhibiting
growth if it achieves a high level.
Achieved with additional term,

(1

xn )

Growth measure (x) was rescaled so that the maximum value x can achieve is 1

xn+1 = xn (1

xn )

New model parameter has 0 ≤ λ ≤ 4.
(1 xn ) term inhibits growth because as x
approaches 1, (1 xn ) approaches 0.

Plotting xn+1 versus xn
relation.

,

nonlinear

Have to iterate this function to see how will behave. Suppose λ = 3 and x1 = 0.1 .
Then get

xn+1 = xn (1
Plotting xn+1 versus xn

,

xn )

0≤λ≤4

nonlinear relation.

Logistic map is a very different animal, depending on
control parameter λ.
If control parameter is allowed to change, dynamic
system also changes.
Generally in any real situation, the the control parameter
is xed.
Have to iterate this function and generate a time series(set of measures of behavior over
time) to see how it behaves.
Let us examine the time series produced at different values of λ, starting near λ = 0 and
ending at λ = 3.99.

fi

We will see very different results as a function of λ, revealing major features of a chaotic
system.

λ=3

λ < 1:
x
0 independent of initial value.
Illustrates a one-point attractor.

Remember an attractor = state that dynamic system evolves into as we iterate.
Attractor can be single xed point, collection of points regularly visited,
loop, complex orbit, or in nite number of points.
Need not be one- or two-dimensional.
Dimension of attractor ≤ number of variables that in uence system (see later).
When 1 < λ < 3:

fl

fi

fi

Regardless of the starting value
attractors.

non-zero one-point

When λ > 3:

Beyond λ = 3, system settles down to alternating between two points.
Have a two-point attractor. Figure
occurred.

a bifurcation, or period doubling has

bifurcation: qualitative change in behavior (attractor) of dynamic system
associated with change in control parameter.
Increasing λ further
Another bifurcation has occurred

4-point attractor.

Increasing λ further get higher order attractors.

Illustrated below is chaotic behavior of system (no pattern at all!).
OCTAVE Code

So, what is an attractor?
whatever system settles down to.
Very important concept from nonlinear dynamics.
System does eventually settles down.
But what it settles down to, its attractor, need not have stability
and it can be very “strange” where,
Strange attractor = an N-point attractor in which N tends to in nity.

fi

Usually (perhaps always) self-similar in form.

More Details
xn+1 = xn

Fixed point of mapping is point that maps into itself, i.e.,
If there are points which, after many iterations of map
then xed point is called an attractor.
.
If λ < 1, then we have xn+1  xn for all xn

xed point,
ultimate result of iterations is x = 0.

When λ < 1 mapping has 1 xed point, x = 0; it is an attractor.
We can determine xed points for given λ in general by using xed point condition

x = x(1

x)

which has solutions

x) ! 1 = (1

x = x(1

x) ! x = 1

1

when x ≠ 0 and λ≥1.
For λ < 1 solution is x=0 as stated earlier.

fi

fi

fi

1
x = x(1 x) ! x2 + x + 0 ! x(x + 1) = 0
2
! x = 0 or x = 1(not allowed)
fi

fi

Show true: Suppose λ = 1/2

Geometrically, xed point = intersection of logistic map
function(red curve) with line (green curve) xn+1 = xn
Program gives xed point is circle as shown for
λ = 0.8 < 1
Intersection ( xed point) is x = 0 as stated.

For λ = 2.8 have single xed point at x = 0.643
as shown
Next question is whether xed points are stable, that is, are
they attractors?
To settle question, start with point near xed point and see if
result of iterations converges to xed point.

fi

fi

fi

fi

fi

fi

fi

fi

Can answer question using simple but informative geometrical
construction of iteration process near xed point

limit or xed points: points in phase space. —> three kinds: attractors, repellers, and
saddle points.
System moves away from repellers and towards attractors.
Saddle point is both an attractor and a repeller, attracts system in certain regions and repels
system in other regions. Shown below for 2 cases above

For all 0 < λ < 1 xed point x=0 is stable.
The other xed point at x = 1 − 1/λ is stable for 1 < λ < 3.

fi

fi

fi

fi

Criterion for stability of xed point is
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as expected.
This also says there are no stable xed points for λ > 3.
As saw earlier, sequence does not settle down to single value ( xed point) in those cases,
but oscillates between set of values (sometimes set of values will be in nite in number
which corresponds to chaos).
For example, look at return map for λ = 3.3.
Clearly, iteration is alternating between
two distinct points.
Plot of time series looks like:

fi

fi

fi

period-2 cycle

xn+2 = xn

For example, period-2 points satisfy

xn+2 = xn+1 (1

xn+1 ) =

Called double-map function.

2

xn (1

xn )

or
3 2
xn (1

xn )2 = F (xn )

xn+2 = xn

Plot double map function(green), single map function(red) (original map function) and line
for λ = 2.8.
The three curves should intersect at same point ( xed
point at 0.643) since we already found a period-1 xed
point in this case.
In case below λ = 3.3, there are three xed points.
Middle one is unstable
xed point of period-1 or
single mapping at
x=1

1
= 0.697
3.3

fi

fi

fi

Two remaining xed
points of double
mapping are stable in
range 3 < λ < 3.449.
fi

fi

In this region, let us search for points with higher periodicity, that is, points which
return to original value after some number of iterations.

Note two points are single pair of period-2 points; calling them xA and xB , map takes one
into other, i.e, xB = F (xA )
and xA = F (xB ) .

Further details:

Transition, as λ raised past critical value ( = 3), from one stable xed point to pair of
stable period-2 points, known as bifurcation or period doubling.
Period-doubling = change in dynamics where N−point attractor replaced by
2N−point attractor.
Can see another way by looking at time series again (time series =sequence of x
values)
Plot below for λ = 0.8 and clearly
see map iterate to stable xed
point at x = 0.

Next plot below for λ = 1.8
and clearly see map iterate to
stable xed point at x = 0.44.

fi

fi

fi

fi

Next plot(right) for λ = 2.8 and clearly see
map iterate to stable xed point at x = 0.64,
in agreement with earlier result.

Next plot below for λ = 3.3 and clearly see
map iterate to two stable xed points at
Next plot below for λ = 3.5 and clearly see map
x = 0.52 and x = 0.80, in agreement with
iterate to four stable xed points = period-4 points.
our earlier result = period-2 points.

Last plot(right) is in a chaotic regime
with no periodicity and no xed points.

fi

fi

fi

fi

As λ is raised above 3.499 a second bifurcation
occurs (see period-4 points for λ = 3.5 above),
that is, pair of stable period-2 point turns into
quartet of period-4 points. Such bifurcations
occur faster and faster until an in nite number
of bifurcations occur at λ = 3.56994....

Can see entire structure of logistic map in plot below.
Plot of large number of x values in a sequence for xed λ value versus λ value.
Guess what it will look like? Using this type of plot can see all of other plots.
bifurcation diagram: Visual summary of succession of period-doubling produced as control
parameter is changed.

see movie

fi

Clearly, can see the period-1, period-2, period-4, etc regions, bifurcations or period
doublings, chaotic regions and many other strange features.

Blowup region from 3.545 to 3.575

Finally blowup region 3.5680 to 3.5710

Clearly can see the self-similar structure

Denoting by k the critical value of λ at which bifurcation from stable period-k set of points
to stable period-(k+1) set occurs, one nds that
k

lim

k!1

k 1

k+1

= 4.669201......

k

= Feigenbaum number.
This ratio is universal for any map with quadratic maximum and is seen in wide range of
physical problems.
One conclusion we can we draw from existence of Feigenbaum number is that each
bifurcation looks similar up to a magni cation factor(as we saw in pictures).
This scale invariance or self-similarity plays an important role in the transition to or onset of
chaos and in structure of strange attractor(discuss shortly).
Chaos = Behavior of dynamic system that has
(a) a very large (possibly in nite) number of attractors and
(b) is sensitive to initial conditions.
Note from pictures that above
shows no periodicity at all.

c

= 3.56994... attractor set for many (but not all) values of λ

fi

fi

fi

For these values of λ quadratic map exhibits chaos and is strange attractor.

In region

c

<

< 4 note that there are windows where attractors of small period reappear.

Important property of chaotic motion is extreme sensitivity to initial conditions (mentioned
earlier).
To express sensitivity quantitatively we re-introduce the Lyapunov exponent.
Lyapunov Number (Liapunov number): value of an exponent, coef cient of time, that
re ects rate of departure of dynamic orbits. —> measure of sensitivity to initial conditions.
Consider two points in phase space separated by distance d0 at time t = 0.
If motion is regular (non-chaotic) these two points will remain relatively close, separating at
most according to power of time.
In chaotic motion two points separate exponentially with time according to
Parameter

L

is Lyapunov exponent. If

L

d(t) = d0 e

is positive motion is chaotic.

A zero or negative coef cient indicates non-chaotic motion.
There are as many Lyapunov exponents for a particular system as there are variables.

fi

fi

fl

Thus, for logistic map there is one Lyapunov exponent. (for mathematically inclined)

Lt

Generating the Lyapunov Exponent Curve
Let us look speci cally at a one-dimensional map described by xn+1 = f(xn).
We choose the initial difference between the two states to be d0 = ε, and after one iteration, the
difference d1 is

where the last result on the right occurs because ε is very small.
After n iterations, the difference dn between two initially nearby state is given by

where we have indicated the nth iterate of the map f(x) by the superscript n.
If we divide by ε and take the logarithm of both sides, we have

Now, because ε is very small, we have for γ

fi

The value of fn(x0) is obtained by iterating the function f(x0) n times.

We use the derivative chain rule of the nth iterate to obtain

Taking the limit as n → ∞ we nally obtain

where the sum arises from the logarithm of a product.

fi

We plot the Lyapunov exponent as a function of λ, the logistic parameter, derived from above formula,
below.

Clearly, the Lyapunov exponent is negative whenever the map is stable and positive whenever the
map is chaotic.
The value of γ is zero when bifurcation occurs because ∣df/dx∣ = 1 and the solution becomes unstable.
A superstable point occurs where df/dx = 0 and this implies that γ = −∞.
We can see clearly from the plot that when γ goes above zero, there are windows of stability where
γ goes negative for a while and period orbits occur amid the chaotic behavior.
The relatively wide window just above 3.8 is apparent.

We replot plot Lyapunov exponent as function of λ, the logistic map parameter, below.

Blue line => λ = 0
Above blue line λ > 0
==> chaotic motion

Below blue line λ < 0
==> non-chaotic motion

Bifurcations when cross (or
touch) blue line
fi

If we put the Lyapunov exponent plot and the logistic map plot of xed points on the same graph we get

Clearly, the Lyapunov
exponent is negative whenever
the map is stable and positive
whenever the map is chaotic.

The value of λ is zero when
bifurcation occurs because
∣df/dx∣ = 1 and the solution
becomes unstable.

A superstable point occurs
where df/dx = 0 and this
implies that λL = −∞.

Can see clearly from plot that when λL goes above zero, there are windows of stability where λL goes
negative for a while and period orbits occur amid chaotic behavior.
Relatively wide window just above λ = 3.8 is apparent.

Expanding these ideas: Repeat many ideas have been discussing for even better
understanding.
Bifurcation Diagram
So, again, what is a bifurcation?
A bifurcation is a period-doubling, a change from an N-point attractor to a 2N-point attractor,
which occurs when the control parameter is changed.
A Bifurcation Diagram is visual summary of succession of period-doublings produced as λ
increases.
Next gure shows bifurcation diagram of logistic map, λ(r in gure) along x−axis.

fi

fi

fi

For each value of λ system is rst allowed to settle down and then successive values of x
are plotted for a large number of iterations.

See that for λ < 1, all points are plotted at 0. 0 is the one-point attractor for λ less than 1.
For λ between 1 and 3, we still have one-point attractors, but the attracted value of x
increases as λ increases, at least to λ = 3.
Bifurcations occur at λ = 3, 3.45, 3.54, 3.564, 3.569(approximately), etc, until just beyond 3.57,
where the system is chaotic.
However, the system is not chaotic for all values of λ greater than 3.57.
Let us zoom in a bit.

Notice again that at several values of λ, greater than 3.57, a small number of x−values are
visited.
These regions produce white space in diagram.

Look closely at λ = 3.83 and you will see a
three-point attractor.
In fact, between 3.57 and 4 there is a rich
interleaving of chaos and order.
A small change in λ can make a stable system
chaotic, and vice versa.

Sensitivity to Initial Conditions
Another important feature emerges in chaotic region ...
To see it, set λ = 3.99 and begin at x1 = 0.3 .
Next graph shows time series
for 48 iterations of logistic map.

Now suppose alter starting point a bit.
Next gure compares time series for
x1 = 0.3 (open squares) with that for
x1 = 0.301 (solid dots).

Two time series stay close for about 10 iterations. But after that, they are pretty much on their
own - they diverge from each other.
Let us try starting closer together.

fi

We next compare starting at 0.3 with starting at 0.3000001....

This time stay close for longer time,
but after 24 iterations they diverge.
To see how independent they become,
next gure provides scatterplots for
two series before and after 24 iterations.
Correlation after 24 iterations (right
side), is essentially zero.

fi

Unreliability has replaced reliability.

Now let us discuss a real system.
The Nonlinear Damped Driven Oscillator
Newtons second law for pendulum
(switched variables from x to θ - angle of swinging pendulum)
2

air
resistance

d ✓
d✓
m 2 +↵ +
dt
dt

gravity
force

driving force

sin ✓ =

cos (!t)

acceleration

First investigate motion of physical system in phase space. Fix some parameters

1
b = 1.0 =
=
m
m
↵
c = 0.5 =
,
m

r

g
`

,

` = pendulum length

↵ = damping parameter

Don’t panic; a
computer will solve
it for us!

! = 0.66666666 = driving frequency

Use a as variable (control) parameter
(like λ in logistic map) constant a where
a = γ/m. In particular, will look at

a = 0.90 !
a = 1.07 !
a = 1.15 !
a = 1.35 !
a = 1.45 !
a = 1.47 !
a = 1.50 !

periodic motion
periodic doubling
chaotic motion
periodic motion
periodic doubling
periodic doubling
chaotic motion

a = 0.90 periodic motion

a = 1.07 periodic doubling

a=0.9

a=1.50

a = 1.15 chaotic motion
5000 points

25000 points

If the simulation were run longer
the area shown would be solid
red since the oscillator never
repeats (a strange attractor) the
same point in phase space.

75000 points

a = 1.35 periodic motion

a = 1.45 periodic doubling

a=1.47 periodic doubling

a=1.50 chaotic motion

5000 points

25000 points

If the simulation were run longer
the area shown would be solid
red since the oscillator never
repeats the same point in phase
space (strange attractor).

75000 points

100000 points

300000 points

Dependence of system
motion on amplitude is clearly
very complex and sensitive to
value.

1000000 points

Remember earlier plot …………..

Finally we can make a bifurcation plot of xed points for the driven oscillator,
where we plot the strobe values (from the Poincare plot) versus the driving amplitude.

We see same structures as in logistic map bifurcation plot.
Various periodic, period-doubling and chaotic regions are clear. Critical points are also clear.

fi

Thus, two systems, which really do not resemble each other in any way except that they are both
nonlinear systems, exhibit very similar behaviors related to chaos

Show movie of calculation in oscpoinbif.mpg

Another way to visualize behavior of systems is via Poincare Plots.
Poincare plot is same as using a stroboscope on motion.
Flash strobe once every cycle of driving force (frequency = ω).

We generate the plots shown below:

a = 0.90 periodic motion
Since periodic, only one point appears
per cycle and it is the same each time.

a = 1.07 periodic doubling
Since period doubling occurred, two points appear
per cycle and they are the same each time.

a = 1.15 chaotic motion
The point never repeats in phase space.

a = 1.35 periodic motion
Since periodic, only one point appears per
cycle and it is the same each time.

a = 1.45 periodic doubling
Since period doubling occurred, two
points appear per cycle and they are
the same each time.

a = 1.47 periodic doubling
Since another period doubling, occurred four
points appear per cycle and they are the same
each time.

The point never repeats in phase space.
In the two chaotic cases, the Poincare plot is an attractor with an in nite number of points.
It is a fractal curve (more about this later) with non- integer dimension.
The steady state motion of the oscillator in these cases is not periodic at all; the motion is chaotic.
An attractor of this sort is known as a strange attractor.
Its in nity of points are arranged in a strange self-similar (fractal) manner.

fi

fi

Next plot has 10,000,000 points

a=1.50

blowup

blowup

blowup

Zooming In More Carefully
Let us zoom in on a strange attractor.
We consider the Poincare plot for the driven oscillator when a = 1.50.
The strange attractor looks like:

We then start zooming in…..

ZOOM #1 below shows the detail present in the attractor.

ZOOM #2 below shows further detail present in the attractor.

These different magni cations clearly reveal
the self-similar structure caused by the
folding and stretching of the phase volume.
The stretching and folding processes lead to a
cascade of scales: the attractor consists of an
in nite number of layers.

fi

fi

fi

The ne structure resembles the gross structure.

ZOOM #3 Pick another place.......

and zoom again .....
Here we are only limited by the resolution of
the screen and the accuracy of the calculation.

It is clear that there is complex structure in a
strange attractor or fractal at all levels.
The dimension(show meaning later) of this
strange attractor is D = 1.4954.......
The simulations of the chaotic attractor and
its Poincare sections reveal a hierarchical
structure that is uncharacteristic of ordinary
compact geometrical objects.

The chaotic attractor as represented by the Poincare sections are fractals or mathematical sets of
noninteger dimension(strange attractors).

Properties of a strange attractor

A strange attractor is a fractal, and its fractal dimension is less than the dimension of its phase space.
Self-Similarity
An important (de ning) property of a fractal is self-similarity, which refers to an in nite nesting of
structure on all scales.
Strict self-similarity refers to a characteristic of a form exhibited when a sub-structure resembles a
superstructure in the same form.

fi

fi

Fractals

Further Details/History about Fractals
”Clouds are not spheres, mountains are not cones, coastlines are not
circles, and bark is not smooth, nor does lightning travel in a straight
line.” (Mandelbrot, 1983)
Repeat many ideas from earlier - again we expand ideas to better understand the term fractal.
Benoit Mandelbrot intrigued by geometry of nature. Interested all phenomena.
Investigated cotton prices.
Economists

cotton prices contained orderly(regular) part and random part.

Implied in long term, prices driven by real forces and in short term, prices are random.
But the data did not agree!
Too many large jumps, i.e., ratio of small price changes to large prices changes was much
smaller than expected.
In addition, was large tail (at high end) in distribution of price values.
If prices changed at random, then would be distributed in normal distribution - the Bell curve.

fi

If true then probability of price change differing from mean change by 3 standard deviations
would be extremely small —-> cotton data did not t Bell curve!

Economics rules of road, articles of faith and prejudices imply small, transient changes
have nothing in common with large, long term changes - that fast uctuations are random
- small scale, short term changes are just noise and thus they are unpredictable.
Long term changes, however, are determined by deep macroeconomic forces.
This dichotomy is false.
Mandelbrot showed all changes are bound together - there was one pattern across all scales.
Showed cotton prices, which did not obey normal distribution, produced symmetry
from point of view of scaling - a kind of scale independence.
Each particular price change was random and unpredictable, but sequence of changes was
independent of scale.
Mandelbrot also studied transmission of data - in particular errors in transmission.
Mandelbrot found, contrary to intuition, can never nd time during which errors were
scattered continuously - within any burst of errors, no matter how short, there would always
be periods that were completely error free.
Mandelbrot found geometric relations between bursts of errors and error-free transmission
periods.

fl

fi

fi

fi

Relationship was same no matter time scale, namely, the Cantor set - that strange scattering
of points arranged in clusters - in nitely many but yet in nitely sparse.

Showed that transmission errors are Cantor set arranged in time.
Investigated height of Nile river. Classi ed variations into
1. Noah effect → discontinuous
2. Joseph effect → persistence
Other researchers generally neglected changes of ”Noah” type in their work.
Data showed persistence applied over centuries as well as over decades - another example
of scale independence.
Research showed that trends in nature are real, but can vanish as quickly as they arise.
Discontinuities, bursts of noise, Cantor sets - where does all of this t into our traditional
classical geometry of lines, planes and circles.
Lines, planes and circles are powerful abstractions of reality - this kind of abstraction
eliminates complexity and prevents any understanding of it ever being developed.
As quote at beginning of chapter states:

fi

fi

clouds ≠ spheres
mountains ≠ cones
lightning does not travel in straight lines

Mandelbrot proposed that there is geometry associated with complexity and it implies
strange ”shapes” that have meaning in real world.
Euclidean objects are idealizations and cannot represent the real essence of geometry
of an object in real world.
Mandelbrot asked a strange question - how long is “coastline” of Norway?
He said, in a sense, that “coastline” is “in nitely” long or that answer depends on size of
your ruler.
Common sense says that a smaller ruler sees ner detail and measures a longer length but there must be some limiting value!
If coastline was a Euclidean abstraction, that limiting value would be equal to its length.
Thinking about these ideas leads us to think about dimension.
Ask question - what is dimension of ball of twine?
1. from great distance - a point
dimension is 0
2. from closer, lls spherical space
dimension is 3
3. closer still and twine now seen and dimension now 1
(dimension is tangled up making use of 3D space)

fi

fi

fi

Says, effective dimension not always equal to 3.

“Coastline”, as we have seen, suggests a new kind of curve called fractal where length is
in nite!
See later, this will mean that non-integer dimensions are associated with “coastlines”.
What is a “non-integer dimension”? Now look further at Fractals to see if an explanation arises.
Will learn how to determine dimension of these fractals - fractal dimension will be way of
measuring quantities such as roughness or irregularity in object - twisting coastline, despite
not being able to measure length, has certain degree of roughness.
Will see fractal dimension remains constant over different scales involved in the fractal.
Simple Euclidean 1D line between 2 points lls no space at all.
Will study fractal line between 2 points called Koch curve that has in nite length, but ts
into nite area, completely lling it.
Will be seen to be more than line, but less than plane and cannot be represented by
Euclidean geometry.
Its dimension > 1 but < 2 (actually 1.2618).
Smooth curves are 1D objects whose length can be precisely de ned between two points.

fi

fi

fi

fi

fi

fi

fi

fi

fi

A fractal curve has in nite variety of detail at each point along curve implying more and
more detail as zoom in, which implies that length will be in nite.

Suddenly fractals everywhere. Found hidden in all kinds of data.
Properties of in nite detail at each point look like self-similarity.
Self-similarity is symmetry across scale or recursion of patterns within patterns.
At rst sight, idea of consistency on new scales seems to provide less information because
goes against old, well-established tradition of reductionism(building blocks).
Power of self-similarity begins at much greater levels of complexity.
Will be matter of looking at whole, rather than the parts.
Now for a slightly different and more detailed study of fractals.
We will then have all necessary tools to deal with science of complexity.
The Nature and Properties of Fractals
Fractals are mathematical sets of point with fractional dimension.
Fractals are not simple curves in Euclidean space.
A Euclidean object has integral dimension equal to dimension of space the object is being
drawn in.

fi

fi

fi

fi

In addition, if Euclidean line connects 2 points in 3-dimensions and also stays within nite
volume, then length of the line is nite.

A Fractal is a line that stays within nite volume, but its length = in nity.
This implies complex structure at all levels of magni cation.
In comparison, Euclidean line eventually looks like straight line at some magni cation level.
To describe this property of a fractal, we must generalize concept of dimension.
In usual sense, dimensionality D of space de ned as number of coordinates needed to
determine unique point in space.
De ned this way, the only allowed values for D are the non-negative integers 0, 1, 2, 3, ...
There are several ways the concept of dimension can be rede ned such that it still takes on
non-negative integer values for the systems described above, but also takes on non-negative
real number values when necessary.
Adopt a simpli ed version of Hausdorff dimension called box counting or capacity dimension.
In box-counting scheme, dimension of object determined by asking how many boxes are
needed to cover object.
Here appropriate boxes for coverage are lines, squares, cubes, etc.

fi

fi

fi

fi

fi

fi

fi

fi

Size of boxes is repeatedly decreased and dimension of object is determined by how
number of covering boxes scales with length of side of box.

fractal: Irregular shape with self-similarity - has in nite detail - has no derivative.
Wherever chaos, turbulence, and disorder are found, fractal geometry is at play.
fractal dimension: Measure of the geometric object —-> can take on fractional values.
Usually meant the Hausdorff dimension.
Fractal dimension now a more general term —> measure of how fast length, area, or volume
increases with decrease in scale.
The Concept of Dimension
Have used concept of dimension in two ways:
1. 3 dimensions of Euclidean space (D = 1, 2, 3)
2. Number of variables in a dynamic system
Fractals(irregular geometric objects) require a third meaning.
1 dimension, consider line of length ` . To cover the line we need

box, then
fi

fi

If we de ne

1 box(a line) of length `
2 boxes of length `/2
...................
2m boxes of length `/2m
...................
length of the mth
m =

m

`
= m
2

Thus, number of boxes N (

m)

scales (grows) as

In two dimensions, consider square of side `

N(

m)

=

✓

`
m

. To cover the square we need

1 box(square now) of area `2
4 boxes of area (`/2)2
...................
2m boxes of area (`/2m )2
...................
Thus, number of boxes N (

m)

◆

N(

scales (grows) as

m)

=

✓

`
m

◆2

Generalizing this calculation to D integer dimensions, we then have

N(

m)

=

✓

`
m

◆D

Now after some algebra (details of algebra not important - nal result is important).
m ))

= log

`
m

◆D

= D(log (`)

= D log
log

✓

`
m

◆

log (N ( m ))
!D=
log (`) log ( m )

m)

fi

log (N (

✓

De ne dimension D by

D = lim

m!1

log (N (

m ))

log (`) + log

⇣

1
m

⌘

As m ! 1, log (`) becomes negligible compared to other terms and we have

log (N ( m ))
log (N (✏))
⇣ ⌘ = lim
D = lim
m!1
✏!0 log (1/✏)
log 1m
where N (✏) = number p−dimensional cubes of side ✏ needed to completely cover set.
Hausdorff or fractal dimension D of set of points in p−dimensional space.
Wow! Very mathematical/tedious derivation. Make clear meaning of result by examples.
Examples:
(1) Single point: only one cube is required. This means that

N (✏) = 1 ! log N (✏) = 0 ! D = 0

fi

as expected.

(2) A line of length ` : Number of cubes of side ✏
segments of length ✏ . Therefore

and

`
N (✏) =
✏
log
= lim

`
✏
1
✏

log
D = lim
✏!0 log

✏!0

1
✏

log

required = number of line

+ log (`)
1
✏

= lim

✏!0

log (`)
1+
log 1✏

!

=1

as expected.
(3) A square of area `2
of squares of side ✏

log
D = lim

✏!0

= lim

✏!0

: Number of cubes of side ✏ required = number
. Therefore

⇣ 2⌘

log

`
✏2
1
✏

`2
N (✏) = 2
✏

= lim

2 log

log

✏!0

log (`)
2+2
log 1✏

!

1
✏

+ log (`2 )
1
✏

=2

fi

as expected. De nition of dimension works for Euclidean objects and clearly makes sense.

Another alternative way to think about it.
Always good to look at a new concept in several ways!
The Hausdorff Dimension
If take object residing in Euclidean dimension D and reduce linear size by 1/r in each spatial
direction, its measure (length, area, or volume) would increase to N = rD times original.
Pictured in gure below.
D
N
=
r
Consider
, take log of both sides and
get

log (N ) = D log (r)
Solve for D to get

fi

log (N )
D=
log (r)

Point of this exercise:
Examined this way, D need not be an integer, as in Euclidean geometry. Could be a fraction, as
in fractal geometry.
Generalized treatment of dimension named after German mathematician, Felix Hausdorff.
Proved useful for describing natural objects and for evaluating trajectories of chaotic dynamic
systems.
The length of a coastline

Mandelbrot began treatise on fractal geometry by considering question:
How long is coast of Britain?
Coastline is irregular, so measure with straight ruler, ( gure below), provides
estimate.
Estimated length L, equals length of ruler, s, multiplied by N, number of such
rulers needed to cover measured object.
In gure below measure part of coastline twice, ruler(unit of measurement) on right is half
that used on left.
But estimate on right is longer.
If scale on left is one, have six units, but
halving unit gives us 15 rulers (L = 7.5), not
12 (L = 6).
If halved scale again, get similar result, a
longer estimate of L.
In general, as ruler gets diminishingly small,
length gets in nitely large (there is a limit in
the real world!).

fi

fi

fi

Concept of length, begins to make little
sense, mathematically.

The Cantor Set

In diagram, points in interval (0,1) tracked for
4 iterations.

Consider gure below.

1st iteration, middle third of points leave interval
(0, 1).
Middle thirds of the two in segments leave interval
and so on.
Bottom row(after in nite iterations) is Cantor set.
Cantor set has some stunning properties.
For one thing, in in nite limit it has zero measure
(it is the empty line).
But set is far from empty,
in fact, has an uncountable number of points.

called “Cantor dust”
To cover the set at step K we need

fi

fi

fi

N (K) = 2K

✓ ◆K
1
cubes of side ✏ =
3

Therefore,

log (2K )
K log (2)
log (2)
⇣
⌘ = lim
D = lim
=
=
0.631
K!1
K!1 K log (3)
1 K
log (3)
log 3

Dimension of Cantor set is not an integer!

Let us spend more time with the Cantor set - it will be important later in SOC.
Extend this to a function -> Cantor function, from entire unit interval onto itself, by simply
agreeing to let its value on missing intervals be constant values which equal values of original
function on endpoints of those intervals.
For example, Cantor function will map each point in rst middle-third interval (1/3, 2/3) to 1/2
= value of original function on points 1/3 and 2/3.
If we graph this Cantor function, get:
The at parts are the images of all of the “middle
thirds,” and these are all connected by the images of
the Cantor set itself.

fi

fi

fl

This construction has been called the “Devil’s
Staircase” since it has in nitely many “steps in the
limit.”

The Cantor set is an instructively simple example of a fractal, demonstrating that our
geometrical intuitions about space (even such simple spaces as the unit interval) can fail to
capture much of the deep structure inherent in those very intuitions.
You might think that such an exotic object cannot have anything to do with “real” systems but you are wrong as we will see when we study evolution later.
The Koch Snow ake
Koch curve is constructed by recursion as exhibited in gures below.
At each step middle-third of each segment is replaced with ”V” shaped bulge.
Curve turns out to have in nite length, while enclosing (together with its natural base: original
line segment) a nite area.
Begin with straight line of length 1, called initiator.
Then remove middle third of line, and replace it with two lines that each have same length
(1/3) as remaining lines on each side.
This new form is called the generator, because it speci es rule that is used to generate a
new form.

fi

fi

fi

fl

fi

Rule says to take each line and replace it with four lines, each one-third the length of original.

Dimension of Koch snow ake given by

log (4n )
n log (4)
log (4)
D = lim
=
lim
=
=
1.26....
n
1
n!1 log
n!1 n log (3)
log
(3)
3
Get dimension between 1 and 2. Clearly, nal length of the fractal line

✓ ◆n
4
lim
!1
n!1 3

is in nite even though it stays within a nite area of the 2-dimensional Euclidean plane.

fi

fi

fl

fi

Sierpinski Triangle - Figures below illustrate construction of Sierpinski triangle by iteration:

Calculating the dimension.

log (N )
log (3)
D=
=
= 1.585....
log (r)
log (2)
Again get number between 1 and 2.

One method of generating fractals is to
choose dilation(rescaling) and translation
transformations at random.
Say, for example, that we adopt the iterative
dilation/translation map given by:

✓
or

xn+1
yn+1

xn+1 = axn + byn + e
yn+1 = cxn + dyn + f

◆

=

✓

a
c

◆✓ ◆ ✓ ◆
b
xn
e
+
d
yn
f
matrix
multiplication

where the [a,b,c,d] dilation matrix and the [e,f] translation vector are chosen randomly.
A fern can be generated using appropriate matrix choices: run fern.m.

ifs_twig.m
a=[0.387 0.430 0.430 -0.387 ; 0.441 -0.091 -0.009 -0.322 ; -0.468 0.020 -0.113 0.015];
b=[0.2560 0.5220 ; 0.4219 0.5059 ; 0.4 0.4];
p=[0.33 0.66 1.0];

ifs_fern.m
a=[0.849 0.037 -0.037 0.849 ; 0.197 -0.226 0.226 0.197 ; -0.15 0.283 0.260 0.237 ; 0.00 0.00 0.00 0.16];
b=[0.075 0.1830 ; 0.4 0.0490 ; 0.575 -0.084 ; 0.5 0.0];
p=[0.85 0.90 0.95 1.0];

ifs_seirp.m
a=[0.5 0.0 0.0 0.5 ; 0.5 0.0 0.0 0.5 ; 0.5 0.0 0.0 0.5];
b=[0.0 0.0 ; 0.5 0.0 ; 0.0 0.5];
p=[0.33 0.66 1.0];

L-Systems
Introduced 1968 by the biologist Aristid Lindenmayer as a framework for studying the
development of simple multicellular organisms.
Subsequently applied to investigate higher plants and plant organs.
The incorporation of geometric features allows detailed modeling and a realistic visualization
of plants

L-systems are parallel rewriting systems operating on strings of symbols .
An L-system is an ordered triplet 〈A,ω,P〉, where A is a nite set of symbols called alphabet,
ω ∈ A+ is a non empty word called axiom, and P ⊂ A × A* is a nite set of productions

A production is written as a → v and means that each occurrence of the symbol a in the
current string is rewritten by v.
In a derivation step all symbols of the current string are replaced simultaneously by the
proper production.

If there exists no production for a symbol a then the identity production a→a is applied.
The set of all strings that can be derived from an L-system is called formal language of the
L-system.

fi

fi

An L-system is called deterministic if and only if there exists for each a ∈ A exactly one v ∈
A* so that a→v.

Example:{a,b,c};a;{p1:a→ab,p2:b→ac} ω0 = a
ω1 =ab
ω2 =ab ac
ω3 = abacabc
ω4 = abacabcabacc
How are derived strings transformed into a graphic ?
Turtle GraphicsTurtle Graphics
The turtle is a drawing tool for the geometric interpretation of a derived string.
When reading the string the turtle performs speci c commands for certain symbols and
changes its state.
Its state is de ned by the triplet (x,y,α), where x,y de nes its position on the plane and the
angle α its orientation
The turtle obeys to the following commands:
F draw a line of length d, the state changes to (x+d cosα, y+d sinα, α)
f move forward a step of length d without drawing
+ turn counter-clockwise by angle δ, the state changes to (x,y,α+δ)

fi

fi

fi

- turn clockwise by angle δ, the state changes to (x,y,α-δ)

Branching Structures
The turtle constructs objects incrementally, thus there must be a mechanism to move it back to
the branching points.
This is achieved by additional commands:
[ push the state of the turtle onto a stack
] pop the last state from the stack and make it to the current state of the turtle
Can be used to store and restore other information as well .

2nd order branch
terminal node
1st order branch
branching point
segment
F[+F][-F[-F]F]F[+F[+F][-F][-F]

lsys.m
Examples

lsys1.m
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LSystem.app

So it clearly looks like many real world system are fractal structures!!

Fractal Dimension Program
Illustrate program that carries out box dimension calculations on complex fractal
structures. Idea of covering fractal with boxes shown below.
Program simply chooses a ”box” size, covers the
fractal and counts the number of boxes.
It then reduces the box size and repeats until the
box is small.
At that point it can recognize the limit of plot
log N(r) versus log r and determine the slope
which corresponds to the dimension.

fl

If apply the program to Koch snow ake which
looks like

we get result

The log(N)/log(r) graph looks like:

Even more dramatic, apply program to fractal tree(created on computer) as shown below

and get result

The log(N)/log(r) graph looks like:

What about a picture of a real tree?
I found a picture of a real tree and put it
into program.

and result is

The log(N)/log(r) graph looks like:

Example - The Lungs
Lungs show much fractal geometry. Also, in bronchi and bronchiole tubes, can be seen
bifurcations.
Branching bronchiole tubes

Model of lungs as a whole.
Bronchiole tubes and
branching arteries.

Now for something completely different: Complex Maps
To see self-similar nature of fractals even more dramatically we study 2-dimensional
complex maps.
In particular, we look at the famous Mandelbrot fractal boundary and the cube roots of 1 via
Newtons rule (both examples have truly amazing attractors).
Mandelbrot Sets
Key mapping is quadratic map given by:
where zn

zn+1 = zn2 + c

are complex numbers and c = complex parameter.

Turns out that if |zn | > 2 further iteration of this quadratic map is unbounded,
i.e., for different starting values of c, trajectories either stay near origin or escape to in nity.
When calculations are done, we stop iteration when this condition is satis ed.
When investigating these maps, one iterates equation as follows:
(a) start with complex value for c inside rectangular boundary

fi

fi

(b) iterate equation until either
(1) |zn | > 2
(2) preset number of iterations exceeded

In case (1) color the starting point (c) in red.
In case (2) leave the point (c) black.
Boundary between two regions is Mandelbrot fractal as shown below.

Alternately, in case (1) color starting point (c) by number of iterations it took to escape.
In case (2) leave point (c) a single color (say dark blue).
Boundary between two regions is still Mandelbrot fractal as shown below left, but wide
variety of spectacular images can be generated by clever choice of colormap.
or choosing different colormap
(no change in information) get

Now leave presentation ……. A Live example

Run programs for colormaps and zooming. Mandelbrot demos - XaoS, etc
If zoom far enough see entire repeating itself as all fractals do since they are self-similar.

So what is a fractal?
It is an irregular geometric object with an in nite nesting of structures at all scales.
Why do we care about fractals?
Natural objects are fractals
Chaotic trajectories (strange attractors) are fractals - many examples seen.
Assessing the fractal properties of an observed time series is informative
Complex systems that self-organize will have self-similar or fractal behavior at all scales
Complexity:
While, chaos is study of how simple systems can generate complicated
behavior, complexity is study of how complicated systems can generate simple behavior.
Example of complexity is synchronization of biological systems ranging from re ies to
neurons.
Complex system:

fl

fi

fi

Spatially and/or temporally extended nonlinear systems characterized by collective properties
associated with system as a whole – that are different from characteristic behaviors of
constituent parts. The whole is more than the sum of the parts!!!!!!

For fun: Final Example - Cube Roots of 1
Another interesting map is called the Newton attractor. Start with an equation like

z3

1=0

MATH: z 3 = 1 ! z = e0 = 1, z = e2i⇡/3 = 0.5 + 0.866i, z = e

2i⇡/3

= 0.5

0.866i

which is solved via classical Newton iteration method for nding zeroes:

z3
zn+1 = zn

1 = 0 = f (z)

f (zn )
= zn
df (zn )/dz

zn3 1
2
1
= zn + 2
2
3zn
3
zn

Starts with some initial complex point z0 .
Iterate until answer stops changing (converges to one of three complex roots of 1).
One might assume that plane will divide up into three pie shaped wedges such that all
starting points in a given wedge are closest to one of the three roots(in its basin) and
eventually end up at that closest root (basin attractor).
In fact, this does not happen.

fi

The boundaries of wedges are ”nibbled” at by interlaced basins of attraction for all roots
producing a complex fractal boundary as shown below.

Imag axis

Real axis

If zoom in on boundary see complex self-similar structure of fractal strange attractor making
up boundaries between basins as shown below.

Further zooming in shows self-similar structure of fractal boundary.

Now for some fractal images from Nature

With all these new ideas and tools now available to us,
we study Self-Organization and Emergence

